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After going through entire unit one of the prescribed course students will be able to learn the
theoretical insight of the topics. This course module is section based and chronologically topics
are touched in each section. Students are advised to practice coding/programs given in each
section.*Any left out concept in this unit will be covered next in continuation.

Section 1:

Processor Scheduling
The aim of processor scheduling is to assign processes to be executed by the
processor or processors over time, in a way that meets system objectives, such as
response time, throughput, and processor efficiency. In many systems, this
scheduling activity is broken down into three separate functions: long-, medium-, and
short term scheduling.

1.1. Types of Processor Scheduling
 Long-Term Scheduling: The long-term scheduler determines which
programs are admitted to the system for processing. Thus, it controls the
degree of multiprogramming. Once admitted, a job or user program becomes
a process and is added to the queue for the short-term scheduler. In some
systems, a newly created process begins in a swapped-out condition, in which
case it is added to a queue for the medium-term scheduler.
 Medium-Term Scheduling:Medium-term scheduling is part of the
swapping function.Typically, the swapping-in decision is based on the need to
manage the degree of multiprogramming. On a system that does not use virtual
memory, memory management is also an issue. Thus, the swapping-in
decision will consider the memory requirements of the swapped-out processes.
 Short-Term Scheduling: In terms of frequency of execution, the long-term
scheduler executes relatively infrequently and makes the coarse-grained
decision of whether or not to take on a new process and which one to take. The
medium-term scheduler is executed somewhat more frequently to make a
swapping decision. The short-term scheduler, also known as the dispatcher,
executes most frequently and makes the fine-grained decision of which process
to execute next.
The short-term scheduler is invoked whenever an event occurs that may lead
to the blocking of the current process or that may provide an opportunity to
preempt a currently running process in favor of another. Examples of such
events include:
• Clock interrupts
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• I/O interrupts
• Operating system calls
• Signals (e.g., semaphores)

1.2. Scheduling Algorithms
 First-Come-First-Served The simplest scheduling policy is first-comefirstserved(FCFS), also known as first-in-first-out (FIFO) or a strict queuing
scheme. As each process becomes ready, it joins the ready queue.When the
currently running process ceases to execute, the process that has been in the
ready queue the longest is selected for running.
 Round Robin A straightforward way to reduce the penalty that short jobs
suffer with FCFS is to use preemption based on a clock.The simplest such
policy is round robin. A clock interrupt is generated at periodic intervals. When
the interrupt occurs, the currently running process is placed in the ready queue,
and the next ready job is selected on a FCFS basis.This technique is also known
as time slicing, because each process is given a slice of time before being
preempted.
 Shortest Process Next Another approach to reducing the bias in favor of long
processes inherent in FCFS is the Shortest Process Next (SPN) policy. This is
a non- preemptive policy in which the process with the shortest expected
processing time is selected next.Thus a short process will jump to the head of
the queue past longer jobs.
 Shortest Remaining Time The shortest remaining time (SRT) policy is a
preemptive version of SPN. In this case, the scheduler always chooses the
process that has the shortest expected remaining processing time.When a new
process joins the ready queue, it may in fact have a shorter remaining time than
the currently running process. Accordingly, the scheduler may preempt the
current process when a new process becomes ready. As with SPN, the
scheduler must have an estimate of processing time to perform the selection
function, and there is a risk of starvation of longer processes.
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Section 2:
I/O Management
Perhaps the messiest aspect of operating system design is input/output. Because
there is such a wide variety of devices and applications of those devices, it is
difficult to develop a general, consistent solution.

2.1. I/O Devices
External devices that engage in I/O with computer systems can be roughly grouped
into three categories:
1. Human readable: Suitable for communicating with the computer user.
Examples include printers and terminals, the latter consisting of video display,
keyboard, and perhaps other devices such as a mouse.
2. Machine readable: Suitable for communicating with electronic equipment.
Examples are disk drives, USB keys, sensors, controllers, and actuators.
3. Communication: Suitable for communicating with remote devices. Examples
are digital line drivers and modems.
There are great differences across classes and even substantial differences within
each class. Among the key differences are the following:
 Data rate: There may be differences of several orders of magnitude between
the data transfer rates.
 Application: The use to which a device is put has an influence on the software
and policies in the operating system and supporting utilities. For example, a
disk used for files requires the support of file management software. A disk
used as a backing store for pages in a virtual memory scheme depends on the
use of virtual memory hardware and software.
 Complexity of control: A printer requires a relatively simple control
interface.A disk is much more complex.The effect of these differences on the
operating system is filtered to some extent by the complexity of the I/O module
that controls the device, as discussed in the next section.
 Unit of transfer: Data may be transferred as a stream of bytes or characters
(e.g., terminal I/O) or in larger blocks (e.g., disk I/O).
 Data representation: Different data encoding schemes are used by different
devices, including differences in character code and parity conventions.
 Error conditions: The nature of errors, the way in which they are reported,
their consequences, and the available range of responses differ widely from
one device to another.
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2.2. Organization of the I/O Function
 Programmed I/O: The processor issues an I/O command, on behalf of a
process, to an I/O module; that process then busy waits for the operation to be
completed before proceeding.
 Interrupt-driven I/O: The processor issues an I/O command on behalf of a
process.There are then two possibilities. If the I/O instruction from the process
is nonblocking, then the processor continues to execute instructions from the
process that issued the I/O command. If the I/O instruction is blocking, then
the next instruction that the processor executes is from the OS, which will put
the current process in a blocked state and schedule another process.
 Direct memory access (DMA): A DMA module controls the exchange of data
between main memory and an I/O module. The processor sends a request for
the transfer of a block of data to the DMA module and is interrupted only after
the entire block has been transferred.

2.3. Operating System Design Issues
Two objectives are paramount in designing the I/O facility: efficiency and generality.
Efficiency is important because I/O operations often form a bottleneck in a
computing system. We have seen that most I/O devices are extremely slow compared
with main memory and the processor. One way to tackle this problem is
multiprogramming, which, as we have seen, allows some processes to be waiting on
I/O operations while another process is executing. However, even with the vast size
of main memory in today’s machines, it will still often be the case that I/O is not
keeping up with the activities of the processor. Swapping is used to bring in
additional ready processes to keep the processor busy, but this in itself is an I/O
operation.Thus, a major effort in I/O design has been schemes for improving the
efficiency of the I/O.The area that has received the most attention, because of its
importance, is disk I/O, and much of this chapter will be devoted to a study of disk
I/O efficiency.
The other major objective is generality. In the interests of simplicity and freedom
from error, it is desirable to handle all devices in a uniform manner.This statement
applies both to the way in which processes view I/O devices and the way in which
the operating system manages I/O devices and operations. Because of the diversity
of device characteristics, it is difficult in practice to achieve true generality. What can
be done is to use a hierarchical, modular approach to the design of the I/O function.
This approach hides most of the details of device I/O in lower-level routines so that
user processes and upper levels of the operating system see devices in terms of
general functions, such as read, write, open, close, lock, unlock.
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2.4. I/O Buffering
Suppose that a user process wishes to read blocks of data from a disk one at a time,
with each block having a length of 512 bytes.The data are to be read into a data area
within the address space of the user process at virtual location 1000 to 1511.The
simplest way would be to execute an I/O command (something like Read_Block
[1000, disk]) to the disk unit and then wait for the data to become available. The
waiting could either be busy waiting (continuously test the device status) or, more
practically, process suspension on an interrupt.
There are two problems with this approach. First, the program is hung up
waiting for the relatively slow I/O to complete.The second problem is that this
approach to I/O interferes with swapping decisions by the operating system.Virtual
locations 1000 to 1511 must remain in main memory during the course of the block
transfer. Otherwise, some of the data may be lost. If paging is being used, at least the
page containing the target locations must be locked into main memory. Thus,
although portions of the process may be paged out to disk, it is impossible to swap
the process out completely, even if this is desired by the operating system.
To avoid these overheads and inefficiencies, it is sometimes convenient to
perform input transfers in advance of requests being made and to perform output
transfers some time after the request is made.This technique is known as buffering.
In discussing the various approaches to buffering, it is sometimes important to make
a distinction between two types of I/O devices: block oriented and stream oriented.
A block-oriented device stores information in blocks that are usually of fixed size,
and transfers are made one block at a time.Generally, it is possible to reference data
by its block number. Disks and USB keys are examples of block-oriented devices. A
stream-oriented device transfers data in and out as a stream of bytes,with no block
structure.Terminals, printers, communications ports,mouse and other pointing
devices, and most other devices that are not secondary storage are stream oriented.

2.4.1. Single Buffer
The simplest type of support that the operating system can provide is single
buffering.When a user process issues an I/O request, the operating system assigns a
buffer in the system portion of main memory to the operation. For block-oriented
devices, the single buffering scheme can be described as follows:
Input transfers are made to the system buffer.When the transfer is complete, the
process moves the block into user space and immediately requests another block.
This is called reading ahead, or anticipated input; it is done in the expectation that
the block will eventually be needed. For many types of computation, this is a
reasonable assumption most of the time because data are usually accessed
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sequentially. Only at the end of a sequence of processing will a block be read in
unnecessarily.

2.4.2. Double Buffer
An improvement over single buffering can be had by assigning two system buffers
to the operation.A process now transfers data to (or from) one buffer while the
operating system empties (or fills) the other. This technique is known as double
buffering or buffer swapping.

2.4.3. Circular Buffer
A double-buffer scheme should smooth out the flow of data between an I/O device
and a process. If the performance of a particular process is the focus of our concern,
then we would like for the I/O operation to be able to keep up with the process.
Double buffering may be inadequate if the process performs rapid bursts of I/O. In
this case, the problem can often be alleviated by using more than two buffers.

I/O Buffering Schemes (input)
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Section 3:
Disk Scheduling
Over the last 40 years, the increase in the speed of processors and main memory has
far outstripped that for disk access, with processor and main memory speeds
increasing by about two orders of magnitude compared to one order of magnitude for
disk. The result is that disks are currently at least four orders of magnitude slower
than main memory. This gap is expected to continue into the foreseeable future. Thus,
the performance of disk storage subsystem is of vital concern, and much research has
gone into schemes for improving that performance.

3.1. Disk Performance Parameters
Seek Time Seek time is the time required to move the disk arm to the required track.
It turns out that this is a difficult quantity to pin down.The seek time consists of two
key components: the initial startup time and the time taken to traverse the tracks that
have to be crossed once the access arm is up to speed.Unfortunately, the traversal
time is not a linear function of the number of tracks but includes a settling time (time
after positioning the head over the target track until track identification is
confirmed).Much improvement comes from smaller and lighter disk components.
Some years ago, a typical disk was 14 inches (36 cm) in diameter, whereas the most
common size today is 3.5 inches (8.9 cm), reducing the distance that the arm has to
travel. A typical average seek time on contemporary hard disks is under 10 ms.
Rotational Delay Rotational delay is the time required for the addressed area of the
disk to rotate into a position where it is accessible by the read/write head. Disks, other
than floppy disks, rotate at speeds ranging from 3600 rpm (for handheld devices such
as digital cameras) up to, as of this writing, 15,000 rpm; at this latter speed, there is
one revolution per 4 ms. Thus, on the average, the rotational delay will be 2 ms.
Floppy disks typically rotate at between 300 and 600 rpm. Thus the average delay
will be between 100 and 50 ms.
Transfer Time The transfer time to or from the disk depends on the rotation speed
of the disk in the following fashion:
T=

𝑏
𝑟𝑁

Where;
T = transfer time
b = number of bytes to be transferred
N = number of bytes on a track
r = rotation speed, in revolutions per second
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Thus the total average access time can be expressed as

Ta = Ts +

1

𝑏
+

2𝑟 𝑟𝑁

where Ts is the average seek time.
3.2. Disk Scheduling Policies
Consider the typical situation in a multiprogramming environment, in which the
operating system maintains a queue of requests for each I/O device. So, for a single
disk, there will be a number of I/O requests (reads and writes) from various processes
in the queue. If we selected items from the queue in random order, then we can expect
that the tracks to be visited will occur randomly, giving poor performance. This
random scheduling is useful as a benchmark against which to evaluate other
techniques.
Figure 3.2 compares the performance of various scheduling algorithms for an
example sequence of I/O requests.The vertical axis corresponds to the tracks on the
disk. The horizontal access corresponds to time or, equivalently, the number of tracks
traversed. For this figure, we assume that the disk head is initially located at track
100. In this example, we assume a disk with 200 tracks and that the disk request
queue has random requests in it. The requested tracks, in the order received by the
disk scheduler, are 55, 58, 39, 18, 90, 160, 150, 38, 184. Table 3.2a tabulates the
results.

3.2.1. First-In-First-Out
The simplest form of scheduling is first-in-first-out (FIFO) scheduling, which
processes items from the queue in sequential order. This strategy has the advantage
of being fair, because every request is honored and the requests are honored in the
order received. Figure 3.2a illustrates the disk arm movement with FIFO.This graph
is generated directly from the data in Table 3.2a. As can be seen, the disk accesses
are in the same order as the requests were originally received. With FIFO, if there are
only a few processes that require access and if many of the requests are to clustered
file sectors, then we can hope for good performance. However, this technique will
often approximate random scheduling in performance, if there are many processes
competing for the disk. Thus, it may be profitable to consider a more sophisticated
scheduling policy.

3.2.2. Priority
With a system based on priority (PRI), the control of the scheduling is outside the
control of disk management software. Such an approach is not intended to optimize
disk utilization but to meet other objectives within the operating system. Often short
Copyright
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batch jobs and interactive jobs are given higher priority than longer jobs that require
longer computation.This allows a lot of short jobs to be flushed through the system
quickly and may provide good interactive response time.However, longer
jobs may have to wait excessively long times.

3.2.3. Last In First Out
Surprisingly, a policy of always taking the most recent request has some merit. In
transaction processing systems, giving the device to the most recent user should result
in little or no arm movement for moving through a sequential file. Taking advantage
of this locality improves throughput and reduces queue lengths.As long as a job can
actively use the file system, it is processed as fast as possible. However, if the disk is
kept busy because of a large workload, there is the distinct possibility of starvation.
Once a job has entered an I/O request in the queue and fallen back from the head of
the line, the job can never regain the head of the line unless the queue in front of it
empties.
FIFO, priority, and LIFO (last in first out) scheduling are based solely on
attributes of the queue or the requester. If the scheduler knows the current track
position, then scheduling based on the requested item can be employed.

3.2.4. Shortest Service Time First
The SSTF policy is to select the disk I/O request that requires the least movement of
the disk arm from its current position.Thus, we always choose to incur the minimum
seek time. Of course, always choosing the minimum seek time does not guarantee
that the average seek time over a number of arm movements will be minimum.
However, this should provide better performance than FIFO. Because the arm can
move in two directions, a random tie-breaking algorithm may be used to resolve cases
of equal distances.
Figure 3.2.b and Table 3.2b show the performance of SSTF on the same example as
was used for FIFO.The first track accessed is 90, because this is the closest requested
track to the starting position. The next track accessed is 58 because this is the closest
of the remaining requested tracks to the current position of 90. Subsequent tracks are
selected accordingly.

3.2.5. SCAN
With the exception of FIFO, all of the policies described so far can leave some request
unfulfilled until the entire queue is emptied.That is, there may always be new requests
arriving that will be chosen before an existing request. A simple alternative that
prevents this sort of starvation is the SCAN algorithm, also known as the elevator
algorithm because it operates much the way an elevator does. Figure 3.2.c and Table
Copyright
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3.2c illustrate the SCAN policy. Assuming that the initial direction is of increasing
track number, then the first track selected is 150, since this is the closest track to the
starting track of 100 in the increasing direction.

3.2.6. C-SCAN
The C-SCAN (circular SCAN) policy restricts scanning to one direction only.Thus,
when the last track has been visited in one direction, the arm is returned to the
opposite end of the disk and the scan begins again.This reduces the maximum delay
experienced by new requests. Figure 3.2 d and Table 3.2d illustrate C-SCAN
behavior. In this case the first three requested tracks encountered are 150, 160, and
184.Then the scan begins starting at the lowest track number, and the next requested
track encountered is 18.

Table 3.2 Comparison of Disk Scheduling Algorithms
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Figure 3.2 Comparison of Disk Scheduling Algorithms (see Table 3.2)
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Section 4:
RAID and Disk Cache
4.1. RAID
The rate in improvement in secondary storage performance has been considerably
less than the rate for processors and main memory. This mismatch has made the disk
storage system perhaps the main focus of concern in improving overall computer
system performance. As in other areas of computer performance, disk storage
designers recognize that if one component can only be pushed so far, additional gains
in performance are to be had by using multiple parallel components. In the case of
disk storage, this leads to the development of arrays of disks that operate
independently and in parallel.
With multiple disks, separate I/O requests can be handled in parallel, as long
as the data required reside on separate disks. Further, a single I/O request can be
executed in parallel if the block of data to be accessed is distributed across multiple
disks. With the use of multiple disks, there is a wide variety of ways in which the
data can be organized and in which redundancy can be added to improve
reliability.This could make it difficult to develop database schemes that are usable
on a number of platforms and operating systems. Fortunately, industry has agreed on
a standardized scheme for multiple-disk database design, known as RAID (redundant
array of independent disks). The RAID scheme consists of seven levels, zero through
six. These levels do not imply a hierarchical relationship but designate different
design architectures that share three common characteristics:
1. RAID is a set of physical disk drives viewed by the operating system as a single
logical drive.
2. Data are distributed across the physical drives of an array in a scheme known as
striping, described subsequently.
3. Redundant disk capacity is used to store parity information, which guarantees data
recoverability in case of a disk failure.
Table 4.1 provides a rough guide to the seven levels. In the table, I/O performance is
shown both in terms of data transfer capacity, or ability to move data, and I/O request
rate, or ability to satisfy I/O requests, since these RAID levels inherently perform
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Table 4.1 RAID Levels
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4.2. Disk Cache
The term cache memory is usually used to apply to a memory that is smaller and
faster than main memory and that is interposed between main memory and the
processor. Such a cache memory reduces average memory access time by exploiting
the principle of locality. The same principle can be applied to disk memory.
Specifically, a disk cache is a buffer in main memory for disk sectors. The cache
contains a copy of some of the sectors on the disk. When an I/O request is made for
a particular sector, a check is made to determine if the sector is in the disk cache. If
so, the request is satisfied via the cache. If not, the requested sector is read into the
disk cache from the disk. Because of the phenomenon of locality of reference, when
a block of data is fetched into the cache to satisfy a single I/O request, it is likely that
there will be future references to that same block. Several design issues are of interest.
First, when an I/O request is satisfied from the disk cache, the data in the disk
cache must be delivered to the requesting process.This can be done either by
transferring the block of data within main memory from the disk cache to memory
assigned to the user process, or simply by using a shared memory capability and
passing a pointer to the appropriate slot in the disk cache.The latter approach saves
the time of a memory-to-memory transfer and also allows shared access by other
processes using the readers/writers model.
A second design issue has to do with the replacement strategy.When a new sector is
brought into the disk cache, one of the existing blocks must be replaced. A number
of algorithms have been tried. The most commonly used algorithm is least recently
used (LRU): Replace that block that has been in the cache longest with no reference
to it. Logically, the cache consists of a stack of blocks, with the most recently
referenced block on the top of the stack. When a block in the cache is referenced, it
is moved from its existing position on the stack to the top of the stack.When a block
is brought in from secondary memory, remove the block that is on the bottom of the
stack and push the incoming block onto the top of the stack. Naturally, it is not
necessary actually to move these blocks around in main memory; a stack of pointers
can be associated with the cache.
Another possibility is least frequently used (LFU): Replace that block in the set that
has experienced the fewest references. LFU could be implemented by associating a
counter with each block.When a block is brought in, it is assigned a count of 1; with
each reference to the block, its count is incremented by 1.When replacement is
required, the block with the smallest count is selected. Intuitively, it might seem that
LFU is more appropriate than LRU because LFU makes use of more pertinent
information about each block in the selection process.
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A simple LFU algorithm has the following problem. It may be that certain
blocks are referenced relatively infrequently overall, but when they are referenced,
there are short intervals of repeated references due to locality, thus building up high
reference counts.After such an interval is over, the reference count may be misleading
and not reflect the probability that the block will soon be referenced again.Thus, the
effect of locality may actually cause the LFU algorithm to make poor replacement
choices.
To overcome this difficulty with LFU, a technique known as frequency-based
replacement. For clarity, let us first consider a simplified version, illustrated in Figure
4.2a. The blocks are logically organized in a stack, as with the LRU algorithm. A
certain portion of the top part of the stack is designated the new section.When there
is a cache hit, the referenced block is moved to the top of the stack. If the block was
already in the new section, its reference count is not incremented; otherwise it is
incremented by 1. Given a sufficiently large new section, this results in the reference
counts for blocks that are repeatedly re-referenced within a short interval remaining
unchanged. On a miss, the block with the smallest reference count that is not in the
new section is chosen for replacement; the least recently used such block is chosen
in the event of a tie.

Figure 4.2 Frequency-Based Replacement
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Section 5:
File Management
In most applications, the file is the central element.With the exception of real-time
applications and some other specialized applications, the input to the application is
by means of a file, and in virtually all applications, output is saved in a file for longterm storage and for later access by the user and by other programs. Files have a life
outside of any individual application that uses them for input and/or output. Users
wish to be able to access files, save them, and maintain the integrity of their
contents.To aid in these objectives, virtually all operating systems provide file
management systems. Typically, a file management system consists of system utility
programs that run as privileged applications. However, at the very least, a file
management system needs special services from the operating system; at the most,
the entire file management system is considered part of the operating system.

5.1. File Management Systems
A file management system is that set of system software that provides services to
users and applications in the use of files.Typically, the only way that a user or
application may access files is through the file management system.This relieves the
user or programmer of the necessity of developing special-purpose software for each
application and provides the system with a consistent, well-defined means of
controlling its most important asset.The following objectives for a file management
system:
 To meet the data management needs and requirements of the user, which
include storage of data and the ability to perform the aforementioned
operations
 To guarantee, to the extent possible, that the data in the file are valid
 To optimize performance, both from the system point of view in terms of
overall throughput and from the user’s point of view in terms of response time
 To provide I/O support for a variety of storage device types
 To minimize or eliminate the potential for lost or destroyed data
 To provide a standardized set of I/O interface routines to user processes
 To provide I/O support for multiple users, in the case of multiple-user systems

5.2. File organization and access
The term file organization to refer to the logical structuring of the records as
determined by the way in which they are accessed.The physical organization of the
file on secondary storage depends on the blocking strategy and the file allocation
strategy. The five organizations, are as follows:
Copyright
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The Pile
The least-complicated form of file organization may be termed the pile. Data are
collected in the order in which they arrive. Each record consists of one burst of data.
The purpose of the pile is simply to accumulate the mass of data and save it. Records
may have different fields, or similar fields in different orders.Thus, each field should
be self-describing, including a field name as well as a value.The length of each field
must be implicitly indicated by delimiters, explicitly included as a subfield, or known
as default for that field type. Because there is no structure to the pile file, record
access is by exhaustive search.That is, if we wish to find a record that contains a
particular field with a particular value, it is necessary to examine each record in the
pile until the desired record is found or the entire file has been searched.
The Sequential File
The most common form of file structure is the sequential file. In this type of file, a
fixed format is used for records. All records are of the same length, consisting of the
same number of fixed-length fields in a particular order. Because the length and
position of each field are known, only the values of fields need to be stored; the field
name and length for each field are attributes of the file structure. One particular field,
usually the first field in each record, is referred to as the key field. The key field
uniquely identifies the record; thus key values for different records are always
different. Further, the records are stored in key sequence: alphabetical order for a text
key, and numerical order for a numerical key. Sequential files are typically used in
batch applications and are generally optimum for such applications if they involve
the processing of all the records (e.g., a billing or payroll application).The sequential
file organization is the only one that is easily stored on tape as well as disk.
The Indexed Sequential File
A popular approach to overcoming the disadvantages of the sequential file is the
indexed sequential file.The indexed sequential file maintains the key characteristic
of the sequential file: records are organized in sequence based on a key field.Two
features are added: an index to the file to support random access, and an overflow
file. The index provides a lookup capability to reach quickly the vicinity of a desired
record.The overflow file is similar to the log file used with a sequential file but is
integrated so that a record in the overflow file is located by following a pointer from
its predecessor record. In the simplest indexed sequential structure, a single level of
indexing is used. The index in this case is a simple sequential file. Each record in the
index file consists of two fields: a key field, which is the same as the key field in the
main file, and a pointer into the main file.To find a specific field, the index is searched
to find the highest key value that is equal to or precedes the desired key value.The
search continues in the main file at the location indicated by the pointer.
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The Indexed File
The indexed sequential file retains one limitation of the sequential file: effective
processing is limited to that which is based on a single field of the file. For example,
when it is necessary to search for a record on the basis of some other attribute than
the key field, both forms of sequential file are inadequate. In some applications, the
flexibility of efficiently searching by various attributes is desirable. To achieve this
flexibility, a structure is needed that employs multiple indexes, one for each type of
field that may be the subject of a search. In the general indexed file, the concept of
sequentiality and a single key are abandoned. Records are accessed only through their
indexes. The result is that there is now no restriction on the placement of records as
long as a pointer in at least one index refers to that record. Furthermore, variablelength records can be employed.
The Direct or Hashed File
The direct, or hashed, file exploits the capability found on disks to access directly
any block of a known address. As with sequential and indexed sequential files, a key
field is required in each record. However, there is no concept of sequential ordering
here.The direct file makes use of hashing on the key value.

5.3. File Directories
Associated with any file management system and collection of files is a file directory.
The directory contains information about the files, including attributes, location, and
ownership. Much of this information, especially that concerned with storage,is
managed by the operating system. The directory is itself a file, accessible by various
file management routines. Although some of the information in directories is
available to users and applications, this is generally provided indirectly by system
routines. From the user’s point of view, the directory provides a mapping between
file names, known to users and applications, and the files themselves. Thus, each file
entry includes the name of the file.
Virtually all systems deal with different types of files and different file
organizations, and this information is also provided. An important category of
information about each file concerns its storage, including its location and size. The
simplest form of structure for a directory is that of a list of entries, one for each file.
This structure could be represented by a simple sequential file, with the name of the
file serving as the key. In some earlier single-user systems, this technique has been
used. However, it is inadequate when multiple users share a system and even for
single users with many files.
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Table : Information Elements of a File Directory
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5.4. File Sharing
In a multiuser system, there is almost always a requirement for allowing files to be
shared among a number of users. Two issues arise: access rights and the management
of simultaneous access.
Access Rights
The file system should provide a flexible tool for allowing extensive file sharing
among users.The file system should provide a number of options so that the way in
which a particular file is accessed can be controlled. Typically, users or groups of
users are granted certain access rights to a file. A wide range of access rights has been
used.The following list can be assigned to a particular user for a particular file:
 None: The user may not even learn of the existence of the file, much less
access it. To enforce this restriction, the user would not be allowed to read the
user directory that includes this file.
 Knowledge: The user can determine that the file exists and who its owner is.
The user is then able to petition the owner for additional access rights.
 Execution: The user can load and execute a program but cannot copy it.
Proprietary programs are often made accessible with this restriction.
 Reading: The user can read the file for any purpose, including copying and
execution. Some systems are able to enforce a distinction between viewing and
copying.
 Appending: The user can add data to the file, often only at the end, but cannot
modify or delete any of the file’s contents.This right is useful in collecting data
from a number of sources.
 Updating: The user can modify, delete, and add to the file’s data. This
normally includes writing the file initially, rewriting it completely or in part,
and removing all or a portion of the data. Some systems distinguish among
different degrees of updating.
 Changing protection: The user can change the access rights granted to other
users.Typically, this right is held only by the owner of the file. In some
systems, the owner can extend this right to others.
 Deletion: The user can delete the file from the file system.
Simultaneous Access
When access is granted to append or update a file to more than one user, the operating
system or file management system must enforce discipline. A brute-force approach
is to allow a user to lock the entire file when it is to be updated.A finer grain of control
is to lock individual records during update. Essentially, this is the readers/writers
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problem.Issues of mutual exclusion and deadlock must be addressed in designing the
shared access capability.

5.5. Record Blocking
Records are the logical unit of access of a structured file, whereas blocks are the unit
of I/O with secondary storage. For I/O to be performed, records must be organized
as blocks. Given the size of a block, there are three methods of blocking that can be
used:
Fixed blocking
Fixed-length records are used, and an integral number of records are stored in a block.
There may be unused space at the end of each block.This is referred to as internal
fragmentation. Fixed blocking is the common mode for sequential files with fixedlength records.Variable-length spanned blocking is efficient of storage and does not
limit the size of records. However, this technique is difficult to implement.
Variable-length spanned blocking
Variable-length records are used and are packed into blocks with no unused space.
Thus, some records must span two blocks, with the continuation indicated by a
pointer to the successor block.
Variable-length unspanned blocking
Variable-length records are used, but spanning is not employed.There is wasted space
in most blocks because of the inability to use the remainder of a block if the next
record is larger than the remaining unused space.
The record-blocking technique may interact with the virtual memory hardware, if
such is employed. In a virtual memory environment, it is desirable to make the page
the basic unit of transfer. Pages are generally quite small, so that it is impractical to
treat a page as a block for unspanned blocking. Accordingly, some systems combine
multiple pages to create a larger block for file I/O purposes. This approach is used
for VSAM files on IBM mainframes.
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Section 6:
Secondary Memory Management
On secondary storage, a file consists of a collection of blocks.The operating system
or file management system is responsible for allocating blocks to files. This raises
two management issues. First, space on secondary storage must be allocated to files,
and second, it is necessary to keep track of the space available for allocation.We will
see that these two tasks are related; that is, the approach taken for file allocation may
influence the approach taken for free space management. Further, we will see that
there is an interaction between file structure and allocation policy.
Preallocation versus Dynamic Allocation
A preallocation policy requires that the maximum size of a file be declared at the
time of the file creation request. In a number of cases, such as program compilations,
the production of summary data files, or the transfer of a file from another system
over a communications network, this value can be reliably estimated. However, for
many applications, it is difficult if not impossible to estimate reliably the maximum
potential size of the file. In those cases, users and application programmers would
tend to overestimate file size so as not to run out of space. This clearly is wasteful
from the point of view of secondary storage allocation. Thus, there are advantages to
the use of dynamic allocation, which allocates space to a file in portions as needed.

6.1. File Allocation Methods
Having looked at the issues of preallocation versus dynamic allocation and portion
size, we are in a position to consider specific file allocation methods. Three methods
are in common use: contiguous, chained, and indexed. Table 6.1 summarizes some
of the characteristics of each method.
With contiguous allocation, a single contiguous set of blocks is allocated to a file at
the time of file creation. Thus, this is a preallocation strategy, using variable-size
portions. The file allocation table needs just a single entry for each file, showing the
starting block and the length of the file. Contiguous allocation is the best from the
point of view of the individual sequential file. Multiple blocks can be read in at a
time to improve I/O performance for sequential processing.
At the opposite extreme from contiguous allocation is chained allocation. Typically,
allocation is on an individual block basis. Each block contains a pointer to the next
block in the chain. Again, the file allocation table needs just a single entry for each
file, showing the starting block and the length of the file. Although preallocation is
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possible, it is more common simply to allocate blocks as needed.The selection of
blocks is now a simple matter: any free block can be added to a chain.
Indexed allocation addresses many of the problems of contiguous and chained
allocation. In this case, the file allocation table contains a separate one-level index
for each file; the index has one entry for each portion allocated to the file.Typically,
the file indexes are not physically stored as part of the file allocation table. Rather,
the file index for a file is kept in a separate block, and the entry for the file in the file
allocation table points to that block. Allocation may be on the basis of either fixedsize blocks or variable-size portions.

Table 6.1 File Allocation Methods

6.2. Free Space Management
Just as the space that is allocated to files must be managed, so the space that is not
currently allocated to any file must be managed. To perform any of the file allocation
techniques described previously, it is necessary to know what blocks on the disk are
available. Thus we need a disk allocation table in addition to a file allocation table.
 Bit Tables: This method uses a vector containing one bit for each block on the
disk. Each entry of a 0 corresponds to a free block, and each 1 corresponds to
a block in use.
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 Chained Free Portions: The free portions may be chained together by using
a pointer and length value in each free portion. This method has negligible
space overhead because there is no need for a disk allocation table, merely for
a pointer to the beginning of the chain and the length of the first portion. This
method is suited to all of the file allocation methods.
 Indexing:The indexing approach treats free space as a file and uses an index
table as described under file allocation. For efficiency, the index should be on
the basis of variable-size portions rather than blocks.Thus, there is one entry
in the table for every free portion on the disk.This approach provides efficient
support for all of the file allocation methods.
 Free Block List:In this method, each block is assigned a number sequentially
and the list of the numbers of all free blocks is maintained in a reserved portion
of the disk. Depending on the size of the disk, either 24 or 32 bits will be
needed to store a single block number, so the size of the free block list is 24 or
32 times the size of the corresponding bit table and thus must be stored on disk
rather than in main memory.
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Section 7:
Problems and Assignments
8.1. List and briefly define four classes of real-time scheduling algorithms.
8.2. What items of information about a task might be useful in real-time
scheduling?
8.3. What is the difference between block-oriented devices and streamoriented devices? Give a few examples of each.
8.4 Why would you expect improved performance using a double buffer rather
than a single buffer for I/O?
8.5 What delay elements are involved in a disk read or write?
8.6 What are typical operations that may be performed on a directory?
8.7 What is the relationship between a pathname and a working directory?
8.8 What are typical access rights that may be granted or denied to a particular
user for a particular file?

END
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