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1. Greedy Algorithm
A greedy algorithm, as the name suggests, always makes the choice that seems to be
the best at that moment. This means that it makes a locally-optimal choice in the hope
that this choice will lead to a globally-optimal solution.
How do you decide which choice is optimal?
Assume that you have an objective function that needs to be optimized (either
maximized or minimized) at a given point. A Greedy algorithm makes greedy choices at
each step to ensure that the objective function is optimized. The Greedy algorithm has
only one shot to compute the optimal solution so that it never goes back and reverses
the decision.
Greedy algorithms have some advantages and disadvantages:
1. It is quite easy to come up with a greedy algorithm (or even multiple greedy
algorithms) for a problem.
2. Analyzing the run time for greedy algorithms will generally be much
easier than for other techniques (like Divide and conquer). For the Divide and
conquer technique, it is not clear whether the technique is fast or slow. This is
because at each level of recursion the size of gets smaller and the number of subproblems increases.
3. The difficult part is that for greedy algorithms you have to work much harder
to understand correctness issues. Even with the correct algorithm, it is hard to
prove why it is correct. Proving that a greedy algorithm is correct is more of an
art than a science. It involves a lot of creativity.
1.1. Greedy Method
The greedy method is perhaps (maybe or possible) the most straight forward design
technique, used to determine a feasible solution that may or may not be optimal.
Feasible solution:- Most problems have n inputs and its solution contains a subset of
inputs that satisfies a given constraint(condition). Any subset that satisfies the
constraint is called feasible solution.
Optimal solution: To find a feasible solution that either maximizes or minimizes a
given objective function. A feasible solution that does this is called optimal solution.
The greedy method suggests that an algorithm works in stages, considering one input at
a time. At each stage, a decision is made regarding whether a particular input is in an
optimal solution.
Greedy algorithms neither postpone nor revise the decisions (ie., no back tracking).
Example: Kruskal’s minimal spanning tree. Select an edge from a sorted list, check,
decide, and never visit it again.
1.2. Application of Greedy Method
 Job sequencing with deadline
 0/1 knapsack problem
 Minimum cost spanning trees
 Single source shortest path problem.
1.3. Algorithm for Greedy method
Algorithm Greedy(a,n)
//a[1:n] contains the n inputs.
{
Solution :=0;
For i=1 to n do
Page 3 of 46

CENTRAL UNIVERSITY OF KASHMIR

[DESIGN & ANALYSIS OF ALGORITHM]
Unit II

{
X:=select(a);
If Feasible(solution, x) then
Solution :=Union(solution,x);
}
Return solution;
}
Selection  Function, that selects an input from a[] and removes it. The selected input’s
value is assigned to x.
Feasible  Boolean-valued function that determines whether x can be included into the
solution vector.
Union  function that combines x with solution and updates the objective function.
1.4. Elements of the greedy strategy
A greedy algorithm obtains an optimal solution to a problem by making a sequence
of choices. At each decision point, the algorithm makes choice that seems best at
the moment. This heuristic strategy does not always produce an optimal solution,
but as we saw in the activity-selection problem, sometimes it does. This section
discusses some of the general properties of greedy methods.
The process that we followed in Section 16.1 to develop a greedy algorithm was
a bit more involved than is typical. We went through the following steps:
1. Determine the optimal substructure of the problem.
2. Develop a recursive solution.
3. Show that if we make the greedy choice, then only one subproblem remains.
4. Prove that it is always safe to make the greedy choice. (Steps 3 and 4 can occur in
either order.)
5. Develop a recursive algorithm that implements the greedy strategy.
6. Convert the recursive algorithm to an iterative algorithm.
More generally, we design greedy algorithms according to the following sequence of
steps:
1. Cast the optimization problem as one in which we make a choice and are left with one
subproblem to solve.
2. Prove that there is always an optimal solution to the original problem that makes the
greedy choice, so that the greedy choice is always safe.
3. Demonstrate optimal substructure by showing that, having made the greedy choice,
what remains is a subproblem with the property that if we combine an optimal solution
to the subproblem with the greedy choice we have made, we arrive at an optimal
solution to the original problem.
How to create a Greedy Algorithm?
Being a very busy person, you have exactly T time to do some interesting things and you
want to do maximum such things.
You are given an array A of integers, where each element indicates the time a thing
takes for completion. You want to calculate the maximum number of things that you can
do in the limited time that you have.
This is a simple Greedy-algorithm problem. In each iteration, you have to greedily select
the things which will take the minimum amount of time to complete while maintaining
two variables currentTime and numberOfThings. To complete the calculation, you
must:
1. Sort the array A in a non-decreasing order.
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2. Select each to-do item one-by-one.
3. Add the time that it will take to complete that to-do item into currentTime.
4. Add one to numberOfThings.
Repeat this as long as the currentTime is less than or equal to T.
Let A = {5, 3, 4, 2, 1} and T = 6
After sorting, A = {1, 2, 3, 4, 5}
After the 1st iteration:
 currentTime = 1
 numberOfThings = 1
After the 2nd iteration:
 currentTime is 1 + 2 = 3
 numberOfThings = 2
After the 3rd iteration:
 currentTime is 3 + 3 = 6
 numberOfThings = 3
After the 4th iteration, currentTime is 6 + 4 = 10, which is greater than T. Therefore, the
answer is 3.
1.5. Greedy-choice property
The first key ingredient is the greedy-choice property: we can assemble a globally
optimal solution by making locally optimal (greedy) choices. In other words, when we
are considering which choice to make, we make the choice that looks best in the current
problem, without considering results from subproblems. Here is where greedy
algorithms differ from dynamic programming. In dynamic programming, we make a
choice at each step, but the choice usually depends on the solutions to subproblems.
Consequently, we typically solve dynamic-programming problems in a bottom-up
manner, progressing from smaller subproblems to larger subproblems. (Alternatively,
we can solve them top down, but memoizing. Of course, even though the code works top
down, we still must solve the subproblems before making a choice.)
In a greedy algorithm, we make whatever choice seems best at the moment and then
solve the subproblem that remains. The choice made by a greedy algorithm may depend
on choices so far, but it cannot depend on any future choices or on the solutions to
subproblems. Thus, unlike dynamic programming, which solves the subproblems before
making the first choice, a greedy algorithm makes its first choice before solving any
subproblems.
A dynamicprogramming algorithm proceeds bottom up, whereas a greedy strategy
usually progresses in a top-down fashion, making one greedy choice after another,
reducing each given problem instance to a smaller one.
Of course, we must prove that a greedy choice at each step yields a globally optimal
solution. Typically, the proof examines a globally optimal solution to some subproblem.
It then shows how to modify the solution to substitute the greedy choice for some other
choice, resulting in one similar, but smaller, subproblem.
We can usually make the greedy choice more efficiently than when we have to consider
a wider set of choices. For example, in the activity-selection problem, as suming that we
had already sorted the activities in monotonically increasing order of finish times, we
needed to examine each activity just once. By preprocessing the input or by using an
appropriate data structure (often a priority queue), we often can make greedy choices
quickly, thus yielding an efficient algorithm.
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1.6. Optimal substructure
A problem exhibits optimal substructure if an optimal solution to the problem contains
within it optimal solutions to subproblems. This property is a key ingredient of
assessing the applicability of dynamic programming as well as greedy algorithms. As an
example of optimal substructure, recall how we demonstrated in Section 16.1 that if an
optimal solution to subproblem Sij includes an activity ak, then it must also contain
optimal solutions to the subproblems Sik and Skj. Given this optimal substructure, we
argued that if we knew which activity to use as ak, we could construct an optimal
solution to Sij by selecting ak along with all activities in optimal solutions to the
subproblems Sik and Skj . Based on this observation of optimal substructure, we were
able to devise the recurrence that described the value of an optimal solution.
We usually use a more direct approach regarding optimal substructure when applying it
to greedy algorithms. As mentioned above, we have the luxury of assuming that we
arrived at a subproblem by having made the greedy choice in the original problem. All
we really need to do is argue that an optimal solution to the subproblem, combined with
the greedy choice already made, yields an optimal solution to the original problem. This
scheme implicitly uses induction on the subproblems to prove that making the greedy
choice at every step produces an optimal solution.
1.7. Greedy versus dynamic programming
Because both the greedy and dynamic-programming strategies exploit optimal
substructure, you might be tempted to generate a dynamic-programming solution to a
problem when a greedy solution suffices or, conversely, you might mistakenly think that
a greedy solution works when in fact a dynamic-programming solution is required.
To illustrate the subtleties between the two techniques, let us investigate two variants
of a classical optimization problem.
The 0-1 knapsack problem is the following. A thief robbing a store finds n items. The i th
item is worth vi dollars and weighs wi pounds, where vi and wi are integers. The thief
wants to take as valuable a load as possible, but he can carry at most W pounds in his
knapsack, for some integer W . Which items should he take?
(We call this the 0-1 knapsack problem because for each item, the thief must either take
it or leave it behind; he cannot take a fractional amount of an item or take an item more
than once.)
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2. Knapsack
In the fractional knapsack problem, the setup is the same, but the thief can take
fractions of items, rather than having to make a binary (0-1) choice for each item. You
can think of an item in the 0-1 knapsack problem as being like a gold ingot and an item
in the fractional knapsack problem as more like gold dust. Both knapsack problems
exhibit the optimal-substructure property. For the 0-1 problem, consider the most
valuable load that weighs at most W pounds. If we remove item j from this load, the
remaining load must be the most valuable load weighing at most W-wj that the thief can
take from the n-1 original items excluding j . For the comparable fractional problem,
consider that if we remove a weight w of one item j from the optimal load, the
remaining load must be the most valuable load weighing at most W-w that the thief can
take from the n-1 original items plus wj -w pounds of item j .
Although the problems are similar, we can solve the fractional knapsack problem by a
greedy strategy, but we cannot solve the 0-1 problem by such a strategy. To solve the
fractional problem, we first compute the value per pound vi/wi for each item. Obeying a
greedy strategy, the thief begins by taking as much as possible of the item with the
greatest value per pound. If the supply of that item is exhausted and he can still carry
more, he takes as much as possible of the item with the next greatest value per pound,
and so forth, until he reaches his weight limit W . Thus, by sorting the items by value per
pound, the greedy algorithm runs in O(n lg n)time. We leave the proof that the fractional
knapsack problem has the greedychoice property as Exercise 2.1.
To see that this greedy strategy does not work for the 0-1 knapsack problem, consider
the problem instance illustrated in Figure 2.1.1 (a). This example has 3 items and a
knapsack that can hold 50 pounds. Item 1 weighs 10 pounds and is worth 60 dollars.
Item 2 weighs 20 pounds and is worth 100 dollars. Item 3 weighs 30 pounds and is
worth 120 dollars. Thus, the value per pound of item 1 is 6 dollars per pound, which is
greater than the value per pound of either item 2 (5 dollars per pound) or item 3 (4
dollars per pound). The greedy strategy, therefore, would take item 1 first.
As you can see from the case analysis in Figure 2.1.1(b), however, the optimal solution
takes items 2 and 3, leaving item 1 behind. The two possible solutions that take item 1
are both suboptimal.
For the comparable fractional problem, however, the greedy strategy, which takes item
1 first, does yield an optimal solution, as shown in Figure 2.1.1(c). Taking item 1 doesn’t
work in the 0-1 problem because the thief is unable to fill his knapsack to capacity, and
the empty space lowers the effective value per pound of his load. In the 0-1 problem,
pound yields an optimal solution.
when we consider whether to include an item in the knapsack, we must compare the
solution to the subproblem that includes the item with the solution to the subproblem
that excludes the item before we can make the choice.
The problem formulated in this way gives rise to many overlapping subproblems—
a hallmark of dynamic programming, and indeed, as Exercise 2.2 asks you to show, we
can use dynamic programming to solve the 0-1 problem.
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Figure 2.1.1. An example showing that the greedy strategy does not work for the 0-1 knapsack
problem.

(a) The thief must select a subset of the three items shown whose weight must not exceed
50 pounds.
(b) The optimal subset includes items 2 and 3. Any solution with item 1 is suboptimal,
even though item 1 has the greatest value per pound.
(c) For the fractional knapsack problem, taking the items in order of greatest value per
pound yields an optimal solution..

Exercises
2.1 Prove that the fractional knapsack problem has the greedy-choice property.
2.2. Give a dynamic-programming solution to the 0-1 knapsack problem that runs in
O(nW ) time, where n is the number of items and W is the maximum weight of items
that the thief can put in his knapsack.

2.1. Knapsack problem example
The knapsack problem or rucksack (bag) problem is a problem in combinatorial
optimization: Given a set of items, each with a mass and a value, determine the number
of each item to include in a collection so that the total weight is less than or equal to a
given limit and the total value is as large as possible
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There are two versions of the problems
1. 0/1 knapsack problem
2. Fractional Knapsack problem
a. Bounded Knapsack problem.
b. Unbounded Knapsack problem.
2.2. Solutions to knapsack problems
 Brute-force approach:-Solve the problem with a straight farward algorithm
 Greedy Algorithm:- Keep taking most valuable items until maximum weight is
reached or taking the largest value of eac item by calculating vi=valuei/Sizei
o Dynamic Programming:- Solve each sub problem once and store their solutions
in an array.
2.3. 0/1 knapsack problem:
Let there be n items, Z1 to Zn where Zi has a value Vi and weight Wi. The maximum
weight that we can carry in the bag is W. It is common to assume that all values and
weights are nonnegative. To simplify the representation, we also assume that the items
are listed in increasing order of weight.
Maximize 𝑛𝑖=1 𝑣𝑖 𝑥𝑖 subject to 𝑛𝑖=1 𝑤𝑖 𝑥𝑖 ≤ 𝑊, 𝑥𝑖 ∊ 0,1
Maximize the sum of the values of the items in the knapsack so that the sum of the
weights must be less than the knapsack's capacity.
Greedy algorithm for knapsack
Algorithm GreedyKnapsack(m,n)
// p[i:n] and [1:n] contain the profits and weights respectively
// if the n-objects ordered such that p[i]/w[i]>=p[i+1]/w[i+1], msize of knapsack and
x[1:n] the solution vector
{
For i:=1 to n do x[i]:=0.0
U:=m;
For i:=1 to n do
{
if(w[i]>U) then break;
x[i]:=1.0;
U:=U-w[i];
}
If(i<=n) then x[i]:=U/w[i];
}

Ex: - Consider 3 objects whose profits and weights are defined as
(P1, P2, P3) = ( 25, 24, 15 )
W1, W2, W3) = ( 18, 15, 10 )
n=3number of objects
m=20Bag capacity
Consider a knapsack of capacity 20. Determine the optimum strategy for placing the
objects in to the knapsack. The problem can be solved by the greedy approach where in
the inputs are arranged according to selection process (greedy strategy) and solve the
problem in stages. The various greedy strategies for the problem could be as follows.
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Analysis: - If we do not consider the time considered for sorting the inputs then all of
the three greedy strategies complexity will be O(n).
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3. Minimum-Cost Spanning Trees
Suppose G = (V, E) is a connected graph in which each edge (u, v) in E has a cost c(u, v)
attached to it. A spanning tree for G is a free tree that connects all the vertices in V. The
cost of a spanning tree is the sum of the costs of the edges in the tree. In this section we
shall show how to find a minimum-cost spanning tree for G. Figure 3.1 shows a
weighted graph and its minimum-cost spanning tree.

Fig 3.1: A graph and spanning tree. a) weighted graph b) minimum spanning
tree
A typical application for minimum-cost spanning trees occurs in the design of
communications networks. The vertices of a graph represent cities and the edges
possible communications links between the cities. The cost associated with an edge
represents the cost of selecting that link for the network. A minimum-cost spanning tree
represents a communications network that connects all the cities at minimal cost.
3.1. The MST Property
There are several different ways to construct a minimum-cost spanning tree. Many of
these methods use the following property of minimum-cost spanning trees, which we
call the MST property. Let G = (V, E) be a connected graph with a cost function defined
on the edges. Let U be some proper subset of the set of vertices V. If (u, v) is an edge of
lowest cost such that u∊U and v∊V-U, then there is a minimum-cost spanning tree that
includes (u, v) as an edge. The proof that every minimum-cost spanning tree satisfies
the MST property is not hard. Suppose to the contrary that there is no minimum-cost
spanning tree for G that includes (u, v). Let T be any minimum-cost spanning tree for G.
Adding (u, v) to T must introduce a cycle, since T is a free tree and therefore satisfies
property (2) for free trees. This cycle involves edge (u, v). Thus, there must be another
edge (u', v') in T such that u' Î U and v'∊V-U, as illustrated in Fig. 3.2. If not, there would
be no way for the cycle to get from u to v without following the edge (u, v) a second
time.
Deleting the edge (u', v') breaks the cycle and yields a spanning tree T' whose cost is
certainly no higher than the cost of T since by assumption c(u, v) ≤ c(u', v'). Thus, T'
contradicts our assumption that there is no minimum-cost spanning tree that includes
(u, v).
3.2. Prim's Algorithm
There are two popular techniques that exploit the MST property to construct a
minimum-cost spanning tree from a weighted graph G = (V, E). One such method is
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known as Prim's algorithm. Suppose V = {1, 2, . . . , n}. Prim's algorithm begins with a set
U initialized to {1}. It then "grows" a spanning tree, one edge at a time. At each step, it
finds a shortest edge (u, v) that connects U and V-U and then adds v, the vertex in V-U, to
U. It repeats this step until U = V. the sequence of edges added to T for the graph of Fig.
3.1. (a) is shown in Fig. 3.3.

Figure. 3.2. Resulting cycle.
procedure Prim ( G: graph; var T: set of edges );
{ Prim constructs a minimum-cost spanning tree T for G }
var
U: set of vertices;
u, v: vertex;
begin
T:= Ø;
U := {1};
while U ≠ V do begin
let (u, v) be a lowest cost edge such that
u is in U and v is in V-U;
T := T ∪{(u, v)};
U := U ∪{v}
end
end; { Prim }

Sketch of Prim's algorithm.

One simple way to find the lowest-cost edge between U and V-U at each step is to
maintain two arrays. One array CLOSEST[i] gives the vertex in U that is currently closest
to vertex i in V-U. The other array LOWCOST[i] gives the cost of the edge (i, CLOSEST[i]).
At each step we can scan LOWCOST to find the vertex, say k, in V-U that is closest to U.
We print the edge (k, CLOSEST[k]). We then update the LOWCOST and CLOSEST arrays,
taking into account the fact that k has been added to U. A Pascal version of this
algorithm is given in below. We assume C is an n x n array such that C[i, j] is the cost of
edge (i, j). If edge (i, j) does not exist, we assume C[i, j] is some appropriate large value.
Whenever we find another vertex k for the spanning tree, we make LOWCOST[k] be
infinity, a very large value, so this vertex will no longer be considered in subsequent
passes for inclusion in U. The value infinity is greater than the cost of any edge or the
cost associated with a missing edge.
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Fig. 3.3. Seqeunces of edges added by Prim's algorithm.

The time complexity of Prim's algorithm is O(n2), since we make n-1 iterations of the
loop of lines (4)-(16) and each iteration of the loop takes O(n) time, due to the inner
loops of lines (7)-(10) and (13)-(16). As n gets large the performance of this algorithm
may become unsatisfactory. We now give another algorithm due to Kruskal for finding
minimum-cost spanning trees whose performance is at most O(eloge), where e is the
number of edges in the given graph. If e is much less than n 2, Kruskal's algorithm is
superior, although if e is about n2, we would prefer Prim's algorithm.
procedure Prim ( C: array[l..n, 1..n] of real );
{ Prim prints the edges of a minimum-cost spanning tree for a graph
with vertices {1, 2, . . . , n} and cost matrix C on edges }
var
LOWCOST: array[1..n] of real;
CLOSEST: array[1..n] of integer;
i, j, k, min; integer;
{ i and j are indices. During a scan of the LOWCOST array,
k is the index of the closest vertex found so far, and
min = LOWCOST[k] }
begin
(1)
for i := 2 to n do begin
{ initialize with only vertex 1 in the set U }
(2)
LOWCOST[i] := C[1, i];
(3)
CLOSEST[i] := 1
end;
(4)
for i := 2 to n do begin
{ find the closest vertex k outside of U to
some vertex in U }
(5)
min := LOWCOST[2];
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(6)
(7)
(8)
(9)
(10)

k := 2;
for j := 3 to n do
if LOWCOST[j] < min then begin
min := LOWCOST[j];
k := j
end;
(11)
writeln(k, CLOSEST[k]); { print edge }
(12)
LOWCOST[k] := infinity; { k is added to U }
(13)
for j := 2 to n do { adjust costs to U }
(14)
if (C[k, j] < LOWCOST[j]) and (LOWCOST[j] < infinity) then begin
(15)
LOWCOST[j] := C[k, j];
(16)
CLOSEST[j] := k
end
end
end; { Prim }

Prim's algorithm.

3.3. Kruskal's Algorithm
Suppose again we are given a connected graph G = (V, E), with V = {1, 2, . . . , n} and a
cost function c defined on the edges of E. Another way to construct a minimum-cost
spanning tree for G is to start with a graph T = (V, Ø) consisting only of the n vertices of
G and having no edges. Each vertex is therefore in a connected component by itself. As
the algorithm proceeds, we shall always have a collection of connected components, and
for each component we shall have selected edges that form a spanning tree.
To build progressively larger components, we examine edges from E, in order of
increasing cost. If the edge connects two vertices in two different connected
components, then we add the edge to T. If the edge connects two vertices in the same
component, then we discard the edge, since it would cause a cycle if we added it to the
spanning tree for that connected component. When all vertices are in one component, T
is a minimum-cost spanning tree for G.
Example : Consider the weighted graph of Fig. 2.2.1.(a). The sequence of edges added to
T is shown in Fig. 3.4. The edges of cost 1, 2, 3, and 4 are considered first, and all are
accepted, since none of them causes a cycle. The edges (1, 4) and (3, 4) of cost 5 cannot
be accepted, because they connect vertices in the same component in Fig. 3.4(d), and
therefore would complete a cycle. However, the remaining edge of cost 5, namely (2, 3),
does not create a cycle. Once it is accepted, we are done.
First, we need a set consisting of the edges in E. We then apply the DELETEMIN
operator repeatedly to this set to select edges in order of increasing cost. The set of
edges therefore forms a priority queue, and a partially ordered tree is an appropriate
data structure to use here. We also need to maintain a set of connected components C.
The operations we apply to it are:
1. MERGE(A, B, C) to merge the components A and B in C and to call the result
either A or B arbitrarily.
2. FIND(v, C) to return the name of the component of C of which vertex v is a
member. This operation will be used to determine whether the two vertices of an
edge are in the same or different components.
3. INITIAL(A, v, C) to make A the name of a component in C containing only
vertex v initially.
These are the operations of the MERGE-FIND ADT called MFSET, which we encountered
in above section. A sketch of a program called Kruskal to find a minimumcost spanning
tree using these operations is shown in kruskals algorithm below.
Page 14 of 46

CENTRAL UNIVERSITY OF KASHMIR

[DESIGN & ANALYSIS OF ALGORITHM]
Unit II

We can use the techniques to implement the operations used in this program. The
running time of this program is dependent on two factors. If there are e edges, it takes
O(eloge) time to insert the edges into the priority queue. In each iteration of the whileloop, finding the least cost

Fig. 3.4. Sequence of edges added by Kruskal's algorithm.

edge in edges takes O(log e) time. Thus, the priority queue operations take O(e log e)
time in the worst case. The total time required to perform the MERGE and FIND
operations depends on the method used to implement the MFSET. there are O(e log e)
and O(e ∝ (e)) methods. In either case, Kruskal's algorithm can be implemented to run
in O(e log e) time.
In a number of graph problems, we need to visit the vertices of a graph systematically.
Depth-first search and breadth-first search, the subjects of this section, are two
important techniques for doing this. Both techniques can be used to determine
efficiently all vertices that are connected to a given vertex.
procedure Kruskal ( V: SET of vertex;
E: SET of edges;
var T: SET of edges );
var
ncomp: integer; { current number of components }
edges: PRIORITYQUEUE; { the set of edges }
components: MFSET; { the set V grouped into a MERGE-FIND set of
}
u, v: vertex;
e: edge;

components
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nextcomp: integer; { name for new component }
ucomp, vcomp: integer; { component names }
begin

MAKENULL(T);
MAKENULL(edges);
nextcomp := 0;
ncomp := number of members of V;
for v in V do begin { initialize a
component to contain one vertex of V }
nextcomp := nextcomp + 1;
INITIAL( nextcomp, v, components)
end;
for e in E do { initialize priority queue of edges }
INSERT(e, edges);
while ncomp > 1 do begin { consider next edge }
e := DELETEMIN(edges);
let e = (u, v);
ucomp := FIND(u, components);
vcomp := FIND(v, components);
if ucomp <> vcomp then begin
{ e connects two different components }
MERGE (ucomp, vcomp, components);
ncomp := ncomp - 1;
INSERT(e, T)
end

end
end; { Kruskal }

Kruskal's algorithm.
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4. Single Source Shortest Paths
 Graphs can be used to represent the highway structure of a state or country with
vertices representing cities and edges representing sections of highway.
 The edges have assigned weights which may be either the distance between the
2 cities connected by the edge or the average time to drive along that section of
highway.
 For example if A motorist wishing to drive from city A to B then we must answer
the following questions
o Is there a path from A to B
o If there is more than one path from A to B which is the shortest path
 The length of a path is defined to be the sum of the weights of the edges on that
path.
Given a directed graph G(V,E) with weight edge w(u,v). e have to find a shortest path
from source vertex S∈v to every other vertex v1∈ v-s.
 To find SSSP for directed graphs G(V,E) there are two different algorithms.
o Bellman-Ford Algorithm
o Dijkstra’s algorithm
 Bellman-Ford Algorithm:- allow –ve weight edges in input graph. This algorithm
either finds a shortest path form source vertex S∈V to other vertex v∈V or detect
a –ve weight cycles in G, hence no solution. If there is no negative weight cycles
are reachable form source vertex S∈V to every other vertex v∈V
 Dijkstra’s algorithm:- allows only +ve weight edges in the input graph and finds a
shortest path from source vertex S∈V to every other vertex v∈V.

Consider the above directed graph, if node 1 is the source vertex, then shortest path
from 1 to 2 is 1,4,5,2. The length is 10+15+20=45.
 To formulate a greedy based algorithm to generate the shortest paths, we must
conceive of a multistage solution to the problem and also of an optimization
measure.
 This is possible by building the shortest paths one by one.
 As an optimization measure we can use the sum of the lengths of all paths so far
generated.
 If we have already constructed ‘i’ shortest paths, then using this optimization
measure, the next path to be constructed should be the next shortest minimum
length path.
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 The greedy way to generate the shortest paths from V0 to the remaining vertices
is to generate these paths in non-decreasing order of path length.
 For this 1st, a shortest path of the nearest vertex is generated. Then a shortest
path to the 2nd nearest vertex is generated and so on.
Algorithm for finding Shortest Path

Algorithm ShortestPath(v, cost, dist, n)
//dist[j], 1≤j≤n, is set to the length of the shortest path from vertex v to vertex j in graph g with nvertices.
// dist[v] is zero
{
for i=1 to n do{
s[i]=false;
dist[i]=cost[v,i];
}
s[v]=true;
dist[v]:=0.0; // put v in s
for num=2 to n do{
// determine n-1 paths from v
choose u form among those vertices not in s such that dist[u] is minimum.
s[u]=true; // put u in s
for (each w adjacent to u with s[w]=false) do
if(dist[w]>(dist[u]+cost[u, w])) then
dist[w]=dist[u]+cost[u, w];
}
}
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5. Dynamic Programming
Dynamic programming is a method of solving problems exhibiting the properties of
overlapping sub problems and optimal substructure that takes much less time than
naive methods. The term was originally used in the 1940s by Richard Bellman to
describe the process of solving problems where one needs to find the best decisions one
after another.
It is used when the solution to a problem can be viewed as the result of a sequence of
decisions. It avoid duplicate calculation in many cases by keeping a table of known
results and fills up as sub instances are solved.
It follows a bottom-up technique by which it start with smaller and hence simplest sub
instances. Combine their solutions to get answer to sub instances of bigger size until we
arrive at solution for original instance.
Dynamic programming differs from Greedy method because Greedy method makes only
one decision sequence but dynamic programming makes more than one decision.
5.1. Principle of Optimality
An optimal sequence of decisions has the property that whatever the initial state and
decisions are, the remaining decisions must constitute an optimal decision sequence
with regard to the state resulting from the first decision.
Dynamic programming, like the divide-and-conquer method, solves problems by
combining the solutions to subproblems. (“Programming” in this context refers to a
tabular method, not to writing computer code.) As we saw, divide-and-conquer
algorithms partition the problem into disjoint subproblems, solve the subproblems
recursively, and then combine their solutions to solve the original problem. In contrast,
dynamic programming applies when the subproblems overlap—that is, when
subproblems share subsubproblems.
In this context, a divide-and-conquer algorithm does more work than necessary,
repeatedly solving the common subsubproblems. A dynamic-programming algorithm
solves each subsubproblem just once and then saves its answer in a table, thereby
avoiding the work of recomputing the answer every time it solves each subsubproblem.
We typically apply dynamic programming to optimization problems. Such problems
can have many possible solutions. Each solution has a value, and we wish to find a
solution with the optimal (minimum or maximum) value. We call such a solution an
optimal solution to the problem, as opposed to the optimal solution, since there may be
several solutions that achieve the optimal value.
When developing a dynamic-programming algorithm, we follow a sequence of
four steps:
1. Characterize the structure of an optimal solution.
2. Recursively define the value of an optimal solution.
3. Compute the value of an optimal solution, typically in a bottom-up fashion.
4. Construct an optimal solution from computed information.
Steps 1–3 form the basis of a dynamic-programming solution to a problem. If we need
only the value of an optimal solution, and not the solution itself, then we can omit step 4.
When we do perform step 4, we sometimes maintain additional information during step
3 so that we can easily construct an optimal solution.
5.2. Dynamic Programming Technique
Dynamic Programming is a technique for solving problems with overlapping
subproblems. In this, we store the result of the sub-problem that is solved once for
future re-use. The technique of storing sub-problem solutions is called memoization.
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There are two key attributes that problems have in order for it to be solved using
Dynamic Programming.
 Optimal substructure - The optimal solution can be constructed from optimal
solutions to its subproblems.
 Overlapping sub-problems - The problem can be broken down into
subproblems which are reused several times or a recursive algorithm for the
problem solves the same subproblem over and over rather than always
generating new subproblems.
If these two attributes are there, then we can use two techniques (memoization and
tabulation) that both have the purpose of storing and re-using sub-problems solutions
that may drastically improve performance.
5.3. Dynamic Programming: Extension of Divide and Conquer
The dynamic programming approach is an extension of the divide-and-conquer
problem. It extends Divide-and-Conquer problems with two techniques ( memorization
and tabulation ) that stores the solutions of sub-problems and re-use whenever
necessary.
Let us understand this with a Fibonacci Number problem.
Example
Problem Description: Find nth Fibonacci Number. Any term in Fibonacci is the sum of
the preceding two numbers. We will discuss two approaches
 Divide and Conquer
 Dynamic Programming
Solution 1 - Divide and Conquer
In this, we divide it down to two subproblems to calculate (n-1)th and (n-2)th Fibonacci
numbers and now we add(combine) these results to get our nth Fibonacci number.
Pseudo Code
int fib(int n)
{
if(n <= 2)
return 1
return fib(n-1) + fib(n-2)
}
Analysis
The recurrence relation for the above solution is
T(n) = T(n-1) + T(n-2) + o(1)
Time Complexity: O( 2^(n/2))
Solution 2 - Dynamic Programming
We will use the same relation, but we will now store the results of the problem that we
solved.
For Example, fib(3) will be calculated for both fib(4) and fib(5). So, we can memorize
these result in an arrayThe idea is to store the fib(n) as it is calculated in a table
Pseudo Code
m = {}
int fib(int n)
{
if( n in m )
{
return m[n]
}
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if(n <= 2)
{
m[n] = 1
return m[n]
}
m[n] = fib(n-1) + fib(n-2)
return m[n]
}
Analysis
For every i, belongs to [1,n], we will calculate fib(i) once. So, recurrence relation for the
above is
T(n) = T(n-1) + o(1)
Time Complexity: O(n)
From the above, you can conclude that divide-and-conquer has overlapping subproblems and storing the sub-problems are possible and in this way, Dynamic
Programming comes into the picture.
5.4. Difference between Dynamic Programming and Divide-and-conquer
Let us take an example of Binary Search.
Binary Search Problem that is also known as a half-interval search, is a search algorithm
that finds the position of a target value within a sorted array. Binary search compares
the target value to the middle element of the array; if they are unequal, the half in which
the target can't lie is eliminated and the search continues on the remaining half until the
target value is found. If the search ends with the remaining half being empty, the target
is not in the array.
The above idea leads to the Divide-and-Conquer principle. But can we apply Dynamic
Programming to it?
No, we can't use DP to it because there are no overlapping sub-problems. Every time we
split the array into completely independent parts. So, the solutions of the sub-problems
cannot be re-used somewhere else.
From the above, we can conclude that dynamic programming is based on divide-andconquer and it can be applied only when the problem has optimal substructure and
overlapping sub-problems.
6. All Pairs Shortest Path
Let G=(V,E) be a directed graph with n vertices.The cost of the vertices are represented
by an adjacency matrix such that 1≤i≤n and 1≤j≤n
cost(i, i) = 0,
cost(i, j) is the length of the edge <i, j> if <i, j>  E and cost(i, j) = ∞ if <i, j> E.
The graph allows edges with negative cost value, but negative valued cycles are not
allowed. All pairs shortest path problem is to find a matrix A such that A[i][j] is the
length of the shortest path from i to j.
Consider a shortest path from i to j, i≠j. The path originates at i goes through possibly
many vertices and terminates at j. Assume that there is no cycles. If there is a cycle we
can remove them without increase in the cost. Because there is no cycle with negative
cost.
Initially we set A[i][j] = c[i][j].
Algorithm makes n passes over A. Let A0, A1, .. An represent the matrix on each pass.
Let Ak-1[i,j] represent the smallest path from i to j passing through no intermediate
vertex greater than k-1. This will be the result after k-1 iterations. Hence kth iteration
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explores whether k lies on optimal path. A shortest path from I to j passes through no
vertex greater than k, either it goes through k or does not.
If it does , Ak[i,j] = Ak-1[i,k] + Ak-1[k,j]
If it does not, then no intermediate vertex has index greater than k-1.
Then Ak[i,j] = Ak-1[i,j]
Combining these two conditions we get
Ak[i,j] = min{ Ak-1[i,j], Ak-1[i,k] + Ak-1[k,j]}, k>=1 (A0[i,j]= cost(i, j))
6.1. Algorithm All Pair Shortest Path
Void AllPaths ( float cost[][], float A[][], int n)
{
for (int i=1; i<=n; i++)
for (int j=1; j<=n; j++)
A[i][j] = cost[i][j];
for (int k=1; k<=n; k++)
for (i=1; i<=n; i++)
for (j=1; j<=n; j++)
A[i][j] = min{A[i][j], A[i][k] + A[k][j]);

}
Time complexity of the algorithm is O(n3).
Example
Consider the directed graph given below.

Cost adjacency matrix for the graph is as given below

Copy the cost values to the matrix A. So we have A0 as

Matrix A after each iteration is as given below.
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6.2. The Floyd-Warshall algorithm
we shall use a different dynamic-programming formulation to solve the all-pairs
shortest-paths problem on a directed graph G =(V,E). The resulting algorithm, known as
the Floyd-Warshall algorithm, runs in ‚𝚯 (V3) time. As before, negative-weight edges
may be present, but we assume that there are no negative-weight cycles. We follow the
dynamic-programming process to develop the algorithm. After studying the resulting
algorithm, we present a similar method for finding the transitive closure of a directed
graph.
6.3. The structure of a shortest path
The Floyd-Warshall algorithm considers the intermediate vertices of a shortest path,
where an intermediate vertex of a simple path 𝑝 = 𝑣1 , 𝑣2 , … , 𝑣𝑙 is any vertex of p
other than vi or vl , that is, any vertex in the set {𝑣1 , 𝑣2 , … , 𝑣𝑙 }.
The Floyd-Warshall algorithm relies on the following observation. Under our
assumption that the vertices of G are V ={1, 2, . . . , n}, let us consider a subset {1, 2, . . . ,
k} of vertices for some k. For any pair of vertices i, j ∊ V , consider all paths from i to j
whose intermediate vertices are all drawn from {1, 2, . . . , k} and let p be a minimumweight path from among them. (Path p is simple.) The Floyd- Warshall algorithm
exploits a relationship between path p and shortest paths from i to j with all
intermediate vertices in the set {1, 2, . . . , k-1}. The relationship depends on whether or
not k is an intermediate vertex of path p. Take an example of figure 6.1.
 If k is not an intermediate vertex of path p, then all intermediate vertices of path p
are in the set {1, 2, . . . , k-1}. Thus, a shortest path from vertex I to vertex j with all
intermediate vertices in the set {1, 2, . . . , k-1}is also a shortest path from i to j with
all intermediate vertices in the set {1, 2, . . . , k}.


𝑝1

𝑝2

If k is an intermediate vertex of path p, then we decompose p into 𝑖
𝑘
𝑗 , as
Figure below illustrates. p1 is a shortest path from i to k with all intermediate
vertices in the set {1, 2, . . . , k}. In fact, we can make a slightly stronger statement.
Because vertex k is not an intermediate vertex of path p1, all intermediate vertices of
p1 are in the set {1, 2, . . . , k-1}. There all intermediate vertices in {1, 2, . . . , k} all
intermediate vertices in {1, 2, . . . , k-1}. There fore, p1 is a shortest path from i to k
with all intermediate vertices in the set {1, 2, . . . , k}. Similarly, p2 is a shortest path
from vertex k to vertex j with all intermediate vertices in the set {1, 2, . . . , k-1}.
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Figure 6.1. Path p is a shortest path from vertex i to vertex j, and k is the highest-numbered
intermediate vertex of p. Path p1, the portion of path p from vertex i to vertex k, has all
intermediate vertices in the set {1, 2, . . . , k-1}. The same holds for path p2 from vertex k to
vertex j .

6.4. A recursive solution to the all-pairs shortest-paths problem
Based on the above observations, we define a recursive formulation of shortestpath
(𝒌)
estimates that differs from the single source shortest path. Let 𝒅𝒊𝒋 be the weight of a
shortest path from vertex i to vertex j for which all intermediate vertices are in the set
{1,2, . . . , k}. When k = 0, a path from vertex i to vertex j with no intermediate vertex
numbered higher than 0 has no intermediate vertices at all. Such a path has at most one
(𝟎)
(𝒌)
edge, and hence 𝒅𝒊𝒋 = 𝒘𝒊𝒋. Following the above discussion, we define 𝒅𝒊𝒋 recursively
by
𝒘𝒊𝒋
𝒊𝒇 𝒌 = 𝟎
(𝒌)
𝒅𝒊𝒋 =
---------(I)
𝒌−𝟏
𝒌−𝟏
𝒌−𝟏
𝒎𝒊𝒏(𝒅𝒊𝒋 , 𝒅𝒊𝒌
+ 𝒅𝒌𝒋
𝒊𝒇 𝒌 ≥ 𝟏.
(𝒏)

Because for any path, all intermediate vertices are in the set {1,2, . . . , 𝑛}, the matrix 𝑫(𝒏) = (𝒅𝒊𝒋 )
(𝒏)

gives the final answer: 𝒅𝒊𝒋 = 𝒅𝒆𝒍 𝒊, 𝒋 𝒇𝒐𝒓 𝒂𝒍𝒍 𝒊, 𝒋 ∊ 𝑽

6.5.

Computing the shortest-path weights bottom up

(𝒌)

Based on recurrence (I), we can use the following bottom-up procedure to compute the values 𝒅𝒊𝒋
(𝟎)

in order of increasing values of k. Its input is an nxn matrix W defined as in equation ). 𝒍𝒊𝒋

=

𝟎 𝒊𝒇 𝒊 = 𝒋
The procedure returns the matrix of shortestpath weights.
∞ 𝒊𝒇 𝒊 ≠ 𝟏.

FLOYD-WARSHALL(W )
1
n = W.rows
2
𝑫(𝒏) = 𝑾
3
for k = 1 to n
(𝒌)
4
let 𝑫(𝒌) = 𝒅𝒊𝒋 be a new n x n matrix
5
for i = 1 to n
6
for j = 1 to n
(𝒌)
7
𝒅𝒊𝒋 = 𝒎𝒊𝒏(𝒅𝒊𝒋𝒌−𝟏 , 𝒅𝒊𝒌𝒌−𝟏 + 𝒅𝒌𝒋𝒌−𝟏 )
8 return 𝑫(𝒏)
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Figure 6.3 shows the matrices 𝑫(𝒌) computed by the Floyd-Warshall algorithm for the
graph in Figure 6.2.

𝑳(𝒎) computed by SLOW-ALL-PAIRSSHORTESTPATHS. You might want to verify that 𝑳(𝟓), defined as 𝑳(𝟒) . 𝑾 , equals 𝑳(𝟒), and thus 𝑳(𝒎)=𝑳(𝟒) for all m
Figure 6.2 A directed graph and the sequence of matrices
≥ 4.

The running time of the Floyd-Warshall algorithm is determined by the triply nested for
loops of lines 3–7. Because each execution of line 7 takes O(1) time, the algorithm runs
in time 𝛩(𝑛3 ) . As in the final algorithm, the code is tight, with no elaborate data
structures, and so the constant hidden in the 𝛩 notation is small. Thus, the FloydWarshall algorithm is quite practical for even moderate-sized input graphs.
6.6. Constructing a shortest path
There are a variety of different methods for constructing shortest paths in the FloydWarshall algorithm. One way is to compute the matrix D of shortest-path weights and
then construct the predecessor matrix ∏ from the D matrix. You may have been asked
to implement this method so that it runs in O(n3) time. Given the predecessor matrix ∏,
the PRINT-ALL-PAIRS-SHORTEST-PATH procedure will print the vertices on a given
shortest path.
Alternatively, we can compute the predecessor matrix ∏ while the algorithm computes
the matrices 𝑫(𝒌) . Specifically, we compute a sequence of matrices ∏(0), ∏(1), ∏(2), . . . ,
(𝒌)
∏(n), where ∏ = ∏(n) and we define 𝝅𝒊𝒋 as the predecessor of vertex j on a shortest path
from vertex i with all intermediate vertices in the set {1, 2, . . . , k}.
(𝒌)
We can give a recursive formulation of 𝝅𝒊𝒋 When k = 0, a shortest path from I to j has
no intermediate vertices at all. Thus,
𝑵𝑰𝑳 𝒊𝒇 𝒊 = 𝒋 𝒐𝒓 𝒘𝒊𝒋 = ∞
(𝒌)
𝝅𝒊𝒋 =
𝒊
𝒊𝒇 𝒊 ≠ 𝒋 𝒂𝒏𝒅 𝒘𝒊𝒋 < ∞
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Figure 6.3 The sequence of matrices 𝑫(𝒌)and ∏(k), computed by the Floyd-Warshall algorithm
for the graph in Figure 6.2.

For k ≥ 1, if we take the path i ⥲ k ⥲ j, where k ≠ j , then the predecessor of j we choose
is the same as the predecessor of j we chose on a shortest path from k with all
intermediate vertices in the {1, 2, . . . , k-1} Otherwise, we choose the same predecessor of j
that we chose on a shortest path from i with all intermediate vertices in the set {1, 2, . . . , k-1}.
Formally, for k ≥ 1,
(𝒌−𝟏)

(𝒌)
𝝅𝒊𝒋

=

𝝅𝒊𝒋

(𝒌−𝟏)

𝝅𝒌𝒋

𝒊𝒇
𝒊𝒇

𝒅𝒊𝒋𝒌−𝟏 ≤ 𝒅𝒊𝒌𝒌−𝟏 + 𝒅𝒌𝒋𝒌−𝟏 ,
𝒅𝒊𝒋𝒌−𝟏 > 𝒅𝒊𝒌𝒌−𝟏 + 𝒅𝒌𝒋𝒌−𝟏

.
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We leave the incorporation of the ∏(k),/ matrix computations into the
FLOYDWARSHALL . Figure 6.3 shows the sequence of ∏(k) matrices that the resulting
algorithm computes for the graph of Figure 6.2. The exercise also asks for the more
difficult task of proving that the predecessor subgraph G𝛑,i is a shortest-paths tree with
root i .
Time Complexity Analysis
•The first double for-loop takes O(n2) time
•The triple-for-loop that follows has a constant-time body, and thus takes O(n3) time.
•Thus, the whole algorithm takes O(n3) time.
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7. Matrix-chain Multiplication
Our next example of dynamic programming is an algorithm that solves the problem of
matrix-chain multiplication. We are given a sequence (chain) 𝐴1, 𝐴2, . . . , 𝐴𝑛 of n
matrices to be multiplied, and we wish to compute the product
𝐴1, 𝐴2, . . . , 𝐴𝑛 . ---- I
We can evaluate the expression (I) using the standard algorithm for multiplying pairs of
matrices as a subroutine once we have parenthesized it to resolve all ambiguities in
how the matrices are multiplied together. Matrix multiplication is associative, and so all
parenthesizations yield the same product. A product of matrices is fully parenthesized if
it is either a single matrix or the product of two fully parenthesized matrix products,
surrounded by parentheses. For example, if the chain of matrices is 𝐴1, 𝐴2, 𝐴3 , 𝐴4
then we can fully parenthesize the product 𝐴1, 𝐴2, 𝐴3 , 𝐴4 in five distinct ways:
(𝐴1 ( 𝐴2 𝐴3 𝐴4 )) ,
(𝐴1 ( ( 𝐴2 𝐴3 )𝐴4 )) ,
((𝐴1 𝐴2 ) 𝐴3 𝐴4 ) ,
((𝐴1 (𝐴2 𝐴3 ))𝐴4 ) ,
(((𝐴1 𝐴2 )𝐴3 )𝐴4 ) .
How we parenthesize a chain of matrices can have a dramatic impact on the cost of
evaluating the product. Consider first the cost of multiplying two matrices. The standard
algorithm is given by the following pseudocode, which generalizes the SQUAREMATRIX-MULTIPLY. The attributes rows and columns are the numbers of rows and
columns in a matrix.
MATRIX-MULTIPLY.A;B/
1 if A.columns ≠ B.rows
2
error “incompatible dimensions”
3 else let C be a new A.rows x B.columns matrix
4
for i = 1 to A.rows
5
for j = 1 to B.columns
6
cij = 0
7
for k = 1 to A.columns
8
cij = cij + aik .bkj
9 return C

We can multiply two matrices A and B only if they are compatible: the number of
columns of A must equal the number of rows of B. If A is a 𝑝 ∗ 𝑞 matrix and B is a 𝑞 ∗
𝑟 matrix, the resulting matrix C is a px r matrix. The time to compute C is dominated by
the number of scalar multiplications in line 8, which is 𝑝𝑞𝑟. Inwhat follows, we shall
express costs in terms of the number of scalar multiplications.
To illustrate the different costs incurred by different parenthesizations of a matrix
product, consider the problem of a chain 𝐴1, 𝐴2, 𝐴3 of three matrices. Suppose that
the dimensions of the matrices are 10 x100, 100x5, and 5x50, respectively.
If we multiply according to the parenthesization 𝐴1, 𝐴2, 𝐴3 , we perform 10 . 100 . 5 =
5000 scalar multiplications to compute the 10x 5 matrix product A1A2, plus another 10 .
5 . 50 = 2500 scalar multiplications to multiply this matrix by A3, for a total of 7500
scalar multiplications. If instead we multiply according to the parenthesization
((𝐴1 𝐴2 )𝐴3 ) ,we perform 100 . 5 . 50 = 25,000 scalar multiplications to compute the
100x50 matrix product A2A3, plus another 10 x100 x50 = 50,000 scalar multiplications
to multiply A1 by this matrix, for a total of 75,000 scalar multiplications. Thus,
computing the product according to the first parenthesization is 10 times faster.
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We state the matrix-chain multiplication problem as follows: given a chain
𝐴1, 𝐴2, . . . , 𝐴𝑛 of n matrices, where for i =1, 2, . . . , n, matrix Ai has dimension
𝑝𝑖 − 1 ∗ 𝑝𝑖 , fully parenthesize the product 𝐴1, 𝐴2, . . . , 𝐴𝑛 in a way that minimizes the
number of scalar multiplications.
Note that in the matrix-chain multiplication problem, we are not actually multiplying
matrices. Our goal is only to determine an order for multiplying matrices that has the
lowest cost. Typically, the time invested in determining this optimal order is more than
paid for by the time saved later on when actually performing the matrix multiplications
(such as performing only 7500 scalar multiplications instead of 75,000).
7.1. Counting the number of parenthesizations
Before solving the matrix-chain multiplication problem by dynamic programming, we
should convince ourselves that exhaustively checking all possible parenthesizations
does not yield an efficient algorithm. Denote the number of alternative
parenthesizations of a sequence of n matrices by P(n). Since we can split a sequence
of n matrices between the kth and (k + 1)st matrices for any k = 1, 2, . . . , n -1 and then
parenthesize the two resulting subsequences independently, we obtain the recurrence

Problem 13-4 asked you to show that the solution to this recurrence is the sequence
of Catalan numbers:
P(n) = C (n - 1),
where

The number of solutions is thus exponential in n, and the brute-force method of
exhaustive search is therefore a poor strategy for determining the optimal
parenthesization of a matrix chain.
7.2. Applying dynamic programming
We shall use the dynamic-programming method to determine how to optimally
parenthesize a matrix chain. In so doing, we shall follow the four-step sequence
that we stated at the beginning of this chapter:
1. Characterize the structure of an optimal solution.
2. Recursively define the value of an optimal solution.
3. Compute the value of an optimal solution.
4. Construct an optimal solution from computed information.
We shall go through these steps in order, demonstrating clearly how we apply each
step to the problem.
7.3. The structure of an optimal parenthesization
The first step of the dynamic-programming paradigm is to characterize the structure of
an optimal solution. For the matrix-chain multiplication problem, we can perform this
step as follows. For convenience, let us adopt the notation Ai..j for the matrix that results
from evaluating the product 𝐴𝑖𝐴𝑖 + 1 . . . 𝐴𝑗. An optimal parenthesization of the
product A1A2 . . . An splits the product between Ak and Ak + 1 for some integer k in the
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range 1 k < n . That is, for some value of k, we first compute the matrices A1..k and Ak +
1..n and then multiply them together to produce the final product A1..n. The cost of this
optimal parenthesization is thus the cost of computing the matrix A1..k, plus the cost of
computing Ak + 1..n, plus the cost of multiplying them together.
The key observation is that the parenthesization of the "prefix" subchain A1A2 . . .
Ak within this optimal parenthesization of A1A2 ... An must be an optimal
parenthesization of A1A2 . . . Ak. Why? If there were a less costly way to
parenthesize A1A2 . . . Ak, substituting that parenthesization in the optimal
parenthesization of A1A2 . . . An would produce another parenthesization of A1A2 . . .
An whose cost was lower than the optimum: a contradiction. A similar observation
holds for the the parenthesization of the subchain Ak+1Ak+2 . . . An in the optimal
parenthesization of A1A2 . . . An: it must be an optimal parenthesization of Ak+1Ak+2 . . .
An.
Thus, an optimal solution to an instance of the matrix-chain multiplication problem
contains within it optimal solutions to subproblem instances. Optimal substructure
within an optimal solution is one of the hallmarks of the applicability of dynamic
programming.
7.4. A recursive solution
The second step of the dynamic-programming paradigm is to define the value of an
optimal solution recursively in terms of the optimal solutions to subproblems. For the
matrix-chain multiplication problem, we pick as our subproblems the problems of
determining the minimum cost of a parenthesization of AiAi+1. . . Aj for 1 i j n.
Let m[i, j] be the minimum number of scalar multiplications needed to compute the
matrix Ai..j; the cost of a cheapest way to compute A1..n would thus be m[1, n].
We can define m[i, j] recursively as follows. If i = j, the chain consists of just one
matrix Ai..i = Ai, so no scalar multiplications are necessary to compute the product.
Thus, m[i,i] = 0 for i = 1, 2, . . . , n. To compute m[i, j] when i < j, we take advantage of the
structure of an optimal solution from step 1. Let us assume that the optimal
parenthesization splits the product AiAi+l . . . Aj between Ak and Ak+1, where i k < j.
Then, m[i,
j] is
equal
to
the
minimum
cost
for
computing
the
subproducts Ai..k and Ak+1..j, plus the cost of multiplying these two matrices together.
Since computing the matrix product Ai..kAk+1..j takes pi-1pkpj scalar multiplications, we
obtain
m[i, j] = m[i, k] + m[k + 1, j] + pi-1pkpj .
This recursive equation assumes that we know the value of k, which we don't. There are
only j - i possible values for k, however, namely k = i, i + 1, . . . , j - 1. Since the optimal
parenthesization must use one of these values for k, we need only check them all to find
the best. Thus, our recursive definition for the minimum cost of parenthesizing the
product AiAi+1
.
.
. Aj becomes
7.1
The m[i, j] values give the costs of optimal solutions to subproblems. To help us keep
track of how to construct an optimal solution, let us define s[i, j] to be a value of k at
which we can split the product AiAi+1 . . . Aj to obtain an optimal parenthesization. That
is, s[i, j] equals a value k such that m[i, j] = m[i, k] + m[k + 1, j] + pi - 1pkpj .
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7.5. Computing the optimal costs
At this point, it is a simple matter to write a recursive algorithm based on recurrence
(7.1) to compute the minimum cost m[1, n] for multiplying A1A2 . . . An. As we shall see in
this algorithm takes exponential time--no better than the brute-force method of
checking each way of parenthesizing the product.
The important observation that we can make at this point is that we have relatively few
subproblems: one problem for each choice of i and j satisfying 1 i j n, or
+n=
(n2) total. A recursive algorithm may encounter each subproblem many times in
different branches of its recursion tree. This property of overlapping subproblems is the
second hallmark of the applicability of dynamic programming.
Instead of computing the solution to recurrence (7.1) recursively, we perform the third
step of the dynamic-programming paradigm and compute the optimal cost by using a
bottom-up approach. The following pseudocode assumes that matrix Ai has
dimensions pi - 1 X pi for i = 1, 2, . . . , n. The input is a sequence p0, p1, . . . , pn ,
here length[p] = n + 1. The procedure uses an auxiliary table m[1 . . n,1 . . n] for storing
the m[i, j] costs and an auxiliary table s[1 . . n, 1 . . n] that records which index
of k achieved the optimal cost in computing m[i, j].
MATRIX-CHAIN-ORDER(p)
1 n length[p] - 1
2 for i 1 to n
3 do m[i, i] 0
4 for l 2 to n
5 do for i 1 to n - l + 1
6
do j i + l-1
7
m[i, j]
8
for k i to j - 1
9
do q m[i, k] + m[k + 1, j] +pi - 1pkpj
10
if q < m[i, j]
11
then m[i, j] q
12
s[i, j] k
13 return m and s
The algorithm fills in the table m in a manner that corresponds to solving the
parenthesization problem on matrix chains of increasing length. Equation (7.1)shows
that the cost m[i, j] of computing a matrix-chain product of j - i + 1 matrices depends
only on the costs of computing matrix-chain products of fewer than j - i + 1 matrices.
That is, for k = i, i + 1, . . . ,j - 1, the matrix Ai..k is a product of k - i + 1 < j - i + 1 matrices
and the matrix Ak+1 . . j a product of j - k < j - i + 1 matrices.
The algorithm first computes m[i, i] 0 for i = 1, 2, . . . , n (the minimum costs for chains
of length 1) in lines 2-3. It then uses recurrence (7.1) to compute m[i, i+ 1] for i = 1, 2, . .
. , n - 1 (the minimum costs for chains of length l = 2) during the first execution of the
loop in lines 4-12. The second time through the loop, it computes m[i, i + 2] for i = 1, 2, . .
. , n - 2 (the minimum costs for chains of length l = 3), and so forth. At each step, the m[i,
j] cost computed in lines 9-12 depends only on table entries m[i, k] and m[k + 1 ,j]
already computed.
Figure 7.1 illustrates this procedure on a chain of n = 6 matrices. Since we have
defined m[i, j] only for i j, only the portion of the table m strictly above the main
diagonal is used. The figure shows the table rotated to make the main diagonal run
horizontally. The matrix chain is listed along the bottom. Using this layout, the minimum
cost m[i, j] for multiplying a subchain AiAi+1. . . Aj of matrices can be found at the
intersection of lines running northeast from Ai and northwest from Aj. Each horizontal
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row in the table contains the entries for matrix chains of the same length. MATRIXCHAIN-ORDER computes the rows from bottom to top and from left to right within each
row. An entry m[i, j] is computed using the products pi - 1pkpj for k = i, i + 1, . . . , j - 1 and
all entries southwest and southeast from m[i, j].

Figure 7.1 The m and s tables computed by MATRIX-CHAIN-ORDER for n = 6 and the following
matrix dimensions:

matrix dimension
----------------A1 30 X 35
A2 35 X 15
A3 15 X 5
A4 5 X 10
A5 10 X 20
A6 20 X 25
The tables are rotated so that the main diagonal runs horizontally. Only the main
diagonal and upper triangle are used in the m table, and only the upper triangle is used
in the s table. The minimum number of scalar multiplications to multiply the 6 matrices
is m[1, 6] = 15,125. Of the lightly shaded entries, the pairs that have the same shading
are taken together in line 9 when computing.

A simple inspection of the nested loop structure of MATRIX-CHAIN-ORDER yields a
running time of O(n3) for the algorithm. The loops are nested three deep, and each loop
index (l, i, and k) takes on at most n values. Exercise 7.1-3 asks you to show that the
running time of this algorithm is in fact also (n3). The algorithm requires (n2) space
to store the m and s tables. Thus, MATRIX-CHAIN-ORDER is much more efficient than
the exponential-time method of enumerating all possible parenthesizations and
checking each one.
7.6. Constructing an optimal solution
Although MATRIX-CHAIN-ORDER determines the optimal number of scalar
multiplications needed to compute a matrix-chain product, it does not directly show
how to multiply the matrices. Step 4 of the dynamic-programming paradigm is to
construct an optimal solution from computed information.
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In our case, we use the table s[1 . . n, 1 . . n] to determine the best way to multiply the
matrices. Each entry s[i, j] records the value of k such that the optimal parenthesization
of AiAi + 1 . . . Aj splits the product between Ak and Ak + 1. Thus, we know that the final
matrix multiplication in computing A1..n optimally is A1..s[1,n]As[1,n]+1..n. The earlier
matrix multiplications can be computed recursively, since s[l,s[1,n]] determines the last
matrix multiplication in computing A1..s[1,n], and s[s[1,n] + 1, n] determines the last
matrix multiplication in computing As[1,n]+..n. The following recursive procedure
computes the matrix-chain product Ai..j given the matrices A = A1, A2, . . . , An ,
the s table computed by MATRIX-CHAIN-ORDER, and the indices i and j. The initial call
is MATRIX-CHAIN-MULTIPLY(A, s, 1, n).
MATRIX-CHAIN-MULTIPLY(A, s, i, ,j)
1 if j >i
2 then X MATRIX-CHAIN-MULTIPLY(A, s, i, s[i, j])
3
Y MATRIX-CHAIN-MULTIPLY(A, s, s[i, j] + 1, j)
4
return MATRIX-MULTIPLY(X, Y)
5 else return Ai
In the example of Figure 7.1, the call MATRIX-CHAIN-MULTIPLY(A, s, 1, 6) computes the
matrix-chain product according to the parenthesization
((A1(A2A3))((A4A5)A6)) .
Exercises
7.1-1
Find an optimal parenthesization of a matrix-chain product whose sequence of
dimensions is 5, 10, 3, 12, 5, 50, 6 .
7.1-2
Give an efficient algorithm PRINT-OPTIMAL-PARENS to print the optimal
parenthesization of a matrix chain given the table s computed by MATRIX-CHAINORDER. Analyze your algorithm.
7.1-3
Let R(i, j) be the number of times that table entry m[i, j] is referenced by MATRIXCHAIN-ORDER in computing other table entries. Show that the total number of
references for the entire table is

(Hint: You may find the identity
7.1-4 Show that a full parenthesization of an n-element expression has exactly n - 1
pairs of parentheses.
7.7. Strassens’s Matrix Multiplication
Strassen showed that 2x2 matrix multiplication can be accomplished in
multiplication and 18 additions or subtractions. .(2log27 =22.807)
This reduce can be done by Divide and Conquer Approach.
Divide-and-Conquer
Divide-and conquer is a general algorithm design paradigm:
 Divide: divide the input data S in two or more disjoint subsets S1, S2, …
 Recur: solve the subproblems recursively
 Conquer: combine the solutions for S1, S2, …, into a solution for S
The base case for the recursion are subproblems of constant size
Analysis can be done using recurrence equations

7
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Divide and Conquer Matrix Multiply
A  B =
R
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Comparison
C11 = P1 + P4 - P5 + P7
= (A11+ A22)(B11+B22) + A22 * (B21 - B11) - (A11 + A12) * B22+
(A12 - A22) * (B21 + B22)
= A11 B11 + A11 B22 + A22 B11 + A22 B22 + A22 B21 – A22 B11 A11 B22 -A12 B22 + A12 B21 + A12 B22 – A22 B21 – A22 B22
= A11 B11 + A12 B21
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8. The Traveling-salesman Problem
In the traveling-salesman problem we are given a complete undirected graph G = (V, E)
that has a nonnegative integer cost c(u, v) associated with each edge (u, v) E, and we
must find a hamiltonian cycle (a tour) of G with minimum cost. As an extension of our
notation, let c(A) denote the total cost of the edges in the subset A E:

In many practical situations, it is always cheapest to go directly from a place u to a
place w; going by way of any intermediate stop v can't be less expensive. Putting it
another way, cutting out an intermediate stop never increases the cost. We formalize
this notion by saying that the cost function c satisfies the triangle inequality if for all
vertices u, v, w V,
c(u, w) c(u, v) + c(v, w).
The triangle inequality is a natural one, and in many applications it is automatically
satisfied. For example, if the vertices of the graph are points in the plane and the cost of
traveling between two vertices is the ordinary euclidean distance between them, then
the triangle inequality is satisfied.
8.1.
The traveling-salesman problem with triangle inequality
The following algorithm computes a near-optimal tour of an undirected graph G, using
the minimum-spanning-tree algorithm MST-PRIM. We shall see that when the cost
function satisfies the triangle inequality, the tour that this algorithm returns is no worse
than twice as long as an optimal tour.
APPROX-TSP-TOUR(G, c)
1 select a vertex r V[G] to be a "root" vertex
2 grow a minimum spanning tree T for G from root r using MST-PRIM(G, c, r)
3 let L be the list of vertices visited in a preorder tree walk of T
4 return the hamiltonian cycle H that visits the vertices in the order L

A preorder tree walk recursively visits every vertex in the tree, listing a vertex when it
is first encountered, before any of its children are visited.
Illustrates the operation of APPROX-TSP-TOUR.
Part (a) of the figure shows the given set of vertices, and part (b) shows the minimum
spanning tree T grown from root vertex a by MST-PRIM. Part (c) shows how the vertices
are visited by a preorder walk of T, and part (d) displays the corresponding tour, which
is the tour returned by APPROX-TSP-TOUR. Part (e) displays an optimal tour, which is
about 23% shorter.
The running time of APPROX-TSP-TOUR is (E) = (V2), since the input is a complete
graph. We shall now show that if the cost function for an instance of the travelingsalesman problem satisfies the triangle inequality, then APPROX-TSP-TOUR returns a
tour whose cost is not more than twice the cost of an optimal tour.
Theorem 8.1
APPROX-TSP-TOUR is an approximation algorithm with a ratio bound of 2 for the
traveling-salesman problem with triangle inequality.
Proof Let H* denote an optimal tour for the given set of vertices. An equivalent
statement of the theorem is that c(H) 2c(H*), where H is the tour returned
by APPROX-TSP-TOUR. Since we obtain a spanning tree by deleting any edge from a
tour, if T is a minimum spanning tree for the given set of vertices, then
c(T) c(H*) .
(8.1)
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A full walk of T lists the vertices when they are first visited and also whenever they are
returned to after a visit to a subtree. Let us call this walk W. The full walk of our
example gives the order
a, b, c, b, h, b, a, d, e, f, e, g, e, d, a.
Since the full walk traverses every edge of T exactly twice, we have
c(W) = 2c(T) .
(8.2)
Equations (8.1) and (8.2) imply that
c(W) 2c(H*),
(8.3)
and so the cost of W is within a factor of 2 of the cost of an optimal tour.

Figure 8.1 The operation of APPROX-TSP-TOUR. (a) The given set of points, which lie on vertices of an integer
grid. For example, f is one unit to the right and two units up from h. The ordinary euclidean distance is used
as the cost function between two points. (b) A minimum spanning tree T of these points, as computed by MSTPRIM. Vertex a is the root vertex. The vertices happen to be labeled in such a way that they are added to the
main tree by MST-PRIM in alphabetical order. (c) A walk of T, starting at a. A full walk of the tree visits the
vertices in the order a, b, c, b, h, b, a, d, e, f, e, g, e, d, a. A preorder walk of T lists a vertex just when it is first
encountered, yielding the ordering a, b, c, h, d, e, f, g. (d) A tour of the vertices obtained by visiting the vertices
in the order given by the preorder walk. This is the tour H returned by APPROX-TSP-TOUR. Its total cost is
approximately 19.074. (e) An optimal tour H* for the given set of vertices. Its total cost is approximately
14.715.

Unfortunately, W is generally not a tour, since it visits some vertices more than once. By
the triangle inequality, however, we can delete a visit to any vertex from W and the cost
does not increase. (If a vertex v is deleted from W between visits to u and w, the
resulting ordering specifies going directly from u to w.) By repeatedly applying this
operation, we can remove from W all but the first visit to each vertex. In our example,
this leaves the ordering
a, b, c, h, d, e, f, g .
This ordering is the same as that obtained by a preorder walk of the tree T. Let H be the
cycle corresponding to this preorder walk. It is a hamiltonian cycle, since every vertex is
visited exactly once, and in fact it is the cycle computed by APPROX-TSP-TOUR.
Since H is obtained by deleting vertices from the full walk W, we have
c(H) c(W).
(8.4)
Combining inequalities (8.3) and (8.4) completes the proof.
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In spite of the nice ratio bound provided by Theorem 8.1, APPROX-TSP-TOUR is usually
not the best practical choice for this problem. There are other approximation algorithms
that typically perform much better in practice .
8.2. The general traveling-salesman problem
If we drop the assumption that the cost function c satisfies the triangle inequality, good
approximate tours cannot be found in polynomial time unless P = NP.
Theorem 8.2
If P NP and
1, there is no polynomial-time approximation algorithm with ratio
bound for the general traveling-salesman problem.
Proof The proof is by contradiction. Suppose to the contrary that for some number
1, there is a polynomial-time approximation algorithm A with ratio bound . Without
loss of generality, we assume that is an integer, by rounding it up if necessary. We
shall then show how to use A to solve instances of the hamiltonian-cycle problem in
polynomial time. Since the hamiltonian-cycle problem is NP-complete, solving it in
polynomial time implies that P = NP. Let G = (V, E) be an instance of the hamiltoniancycle problem. We wish to determine efficiently whether G contains a hamiltonian cycle
by making use of the hypothesized approximation algorithm A. We turn G into an
instance of the traveling-salesman problem as follows. Let G' = (V, E') be the complete
graph on V; that is,
E' = {(u, v): u, v V and u v}.
Assign an integer cost to each edge in E' as follows:

Representations of G' and c can be created from a representation of G in time
polynomial in |V| and |E|.
Now, consider the traveling-salesman problem (G', c). If the originalgraph G has a
hamiltonian cycle H, then the cost function c assigns to each edge of H a cost of 1, and so
(G', c) contains a tour of cost |V| On the other hand, if G does not contain a hamiltonian
cycle, then any tour of G' must use some edge not in E. But any tour that uses an edge
not in E has a cost of at least
( |V| + 1) + (|V| - 1) > |V| .
Because edges not in G are so costly, there is a large gap between the cost of a tour that
is a hamiltonian cycle in G (cost |V|) and the cost of any other tour (cost greater than
|V|).
What happens if we apply the approximation algorithm A to the traveling-salesman
problem (G', c)? Because A is guaranteed to return a tour of cost no more than times
the cost of an optimal tour, if G contains a hamiltonian cycle, then A must return it.
If G has no hamiltonian cycle, then A returns a tour of cost more than |V|. Therefore, we
can use A to solve the hamiltonian-cycle problem in polynomial time.
8.3. Examples of Traveling Salesman Problems
 Here are several examples of weighted complete graphs with 5 vertices.
 In each case, we're going to perform the Repetitive Nearest-Neighbor Algorithm
and Cheapest-Link Algorithm, then see if the results are optimal.
 Since N = 5, (N - 1)! = 24, so it is feasible to _nd the optimal Hamiton circuit by
brute force (using a computer). But if N were much bigger, then brute force
would take too long.
 The point is to see how the RNNA and the CLA compare to brute force.
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Example 1

Results of Example 1
 Output of RNNA: BEDCAB (weight 34)
 Output of CLA: ACBEDA (weight 38)
 In this example, RNNA produces a better result.
 In fact, neither of these Hamilton circuits is optimal { the optimal one is EACBDE
(weight 32).

Result of Example 2 of Example 2
 RNNA and CLA both output DAECBD (weight 46)
 This happens to be an optimal Hamilton circuit.
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Results of Example 3
 Here, the output of both the CLA and the RNNA may depend on how you
break ties. (There's no way to know in advance.)

Results of Example 4
 Output of RNNA: FDBAECF (weight 84)
 Output of CLA: ACFBDEA (weight 83)
 In this example, CLA produces a better result.
 Neither of these Hamilton circuits is optimal { the optimal one is FBCAEDF
(weight 76).
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Results of Example 5

The only other Hamilton circuit in K4 is ACBDA, which has weight 14 + 15 + 18 + 17 =
64.
 So both RNNA and CLA give the worst possible answer.
There is no known algorithm to solve the
TSP that is both optimal and efficient.
Brute-force is optimal but not efficient.
 NNA, RNNA, and CLA are all e_cient but not optimal (and can sometimes produce
very bad answers).
 The key word is “ known." We do not know whether (a) there really is no optimal
efficient algorithm, or (b) there really is one and no one has found it yet. Most
mathematicians believe (a).
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9. Longest common subsequence
The next problem we shall consider is the longest-common-subsequence problem. A
subsequence of a given sequence is just the given sequence with some elements
(possibly none) left out. Formally, given a sequence X = x1, x2, . . . , xm , another
sequence Z = z1, z2, . . . , zk is a subsequence of X if there exists a strictly increasing
sequence i1, i2, . . . , ik of indices of X such that for all j = 1, 2, . . . , k, we have xij = zj. For
example, Z = B, C, D, B is a subsequence of X = A, B, C, B, D, A, B with corresponding
index sequence 2, 3, 5, 7 .
Given two sequences X and Y, we say that a sequence Z is a common
subsequence of X and Y if Z is a subsequence of both X and Y. For example, if X = A, B, C,
B, D, A, B and Y = B, D, C, A, B, A , the sequence B, C, A is a common subsequence of
both X and Y. The sequence B, C, A is not a longest common subsequence LCS
of X and Y, however, since it has length 3 and the sequence B, C, B, A , which is also
common to both X and Y, has length 4. The sequence B, C, B, A is an LCS of X and Y, as
is the sequence B, D, A, B , since there is no common subsequence of length 5 or
greater.
In the longest-common-subsequence problem, we are given two sequences X = x1, x2,
. . . , xm and Y = y1, y2, . . . , yn and wish to find a maximum-length common
subsequence of X and Y. This section shows that the LCS problem can be solved
efficiently using dynamic programming.
9.1. Characterizing a longest common subsequence
A brute-force approach to solving the LCS problem is to enumerate all subsequences
of X and check each subsequence to see if it is also a subsequence of Y, keeping track of
the longest subsequence found. Each subsequence of X corresponds to a subset of the
indices { 1, 2, . . . , m} of X. There are 2m subsequences of X, so this approach requires
exponential time, making it impractical for long sequences.
The LCS problem has an optimal-substructure property, however, as the following
theorem shows. As we shall see, the natural class of subproblems correspond to pairs of
"prefixes" of the two input sequences. To be precise, given a sequence X = x1, x2, . . . ,xm
, we define the ith prefix of X, for i = 0, 1,...,m, as Xi = x1, x2, . . . , xi .
For example, if X = A, B, C, B, D, A, B , then X4 = A, B, C, B and X0 is the empty
sequence.
Theorem 9.1
Let X = x1, x2, . . . , xm and Y = y1, y2, . . . , yn be sequences, and let Z = z1, z2, . . . , zk
be any LCS of X and Y.
1. If xm = yn, then zk = xm = yn and Zk-l is an LCS of Xm-l and Yn-l.
2. If xm yn, then zk xm implies that Z is an LCS of Xm-1 and Y.
3. If xm yn, then zk yn implies that Z is an LCS of X and Yn-l.
Proof (1) If zk xm, then we could append xm = yn to Z to obtain a common subsequence
of X and Y of length k + 1, contradicting the supposition that Z is a longest common
subsequence of X and Y. Thus, we must have zk = xm = yn. Now, the prefix Zk-l is a length(k - 1)common subsequence of Xm-1 and Yn-l. We wish to show that it is an LCS. Suppose
for the purpose of contradiction that there is a common subsequence W of Xm-l and Yn-l
with length greater than k - 1. Then, appending xm = yn to W produces a common
subsequence of X and Y whose length is greater than k, which is a contradiction.
(2) If zk xm, then Z is a common subsequence of Xm-1 and Y. If there were a common
subsequence W of Xm-l and Y with length greater than k, then W would also be a
common subsequence of Xm and Y, contradicting the assumption that Z is an LCS
of X and Y. (3) The proof is symmetric to (2).
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The characterization of Theorem 9.1 shows that an LCS of two sequences contains
within it an LCS of prefixes of the two sequences. Thus, the LCS problem has an optimalsubstructure property. A recursive solution also has the overlapping-subproblems
property, as we shall see in a moment.
9.2. A recursive solution to subproblems
Theorem 9.1 implies that there are either one or two subproblems to examine when
finding an LCS of 𝑋 = 𝑥1, 𝑥2, . . . , 𝑥𝑚 𝑎𝑛𝑑 𝑌 = 𝑦1, 𝑦2, . . . , 𝑦𝑛 . If xm = yn we must
find an LCS of Xm-l and Yn-l. Appending xm = yn, to this LCS yields an LCS of X and Y.
If xm yn, then we must solve two subproblems: finding an LCS of Xm-l and Y and finding
an LCS of X and Yn-1. Whichever of these two LCS's is longer is an LCS of X and Y.
We can readily see the overlapping-subproblems property in the LCS problem. To find
an LCS of X and Y, we may need to find the LCS's of X and Yn-l and of Xm-l and Y. But each
of these subproblems has the subsubproblem of finding the LCS of Xm-l and Yn-1. Many
other subproblems share subsubproblems.
Like the matrix-chain multiplication problem, our recursive solution to the LCS problem
involves establishing a recurrence for the cost of an optimal solution. Let us define c[i, j]
to be the length of an LCS of the sequences Xi and Yj. If either i = 0 or j = 0, one of the
sequences has length 0, so the LCS has length 0. The optimal substructure of the LCS
problem gives the recursive formula.

(9.1)
9.3. Computing the length of an LCS
Based on equation (9.1), we could easily write an exponential-time recursive algorithm
to compute the length of an LCS of two sequences. Since there are only 𝚯(mn) distinct
subproblems, however, we can use dynamic programming to compute the solutions
bottom up.
Procedure
LCS-LENGTH takes
two
sequences 𝑋 = 𝑥1, 𝑥2, . . . , 𝑥𝑚 𝑎𝑛𝑑 𝑌 =
𝑦1, 𝑦2, . . . , 𝑦𝑛 as inputs. It stores the c[i, j] values in a table c[0 . . m, 0 . . n] whose
entries are computed in row-major order. (That is, the first row of c is filled in from left
to right, then the second row, and so on.) It also maintains the table b[1 . . m, 1 . . n] to
simplify construction of an optimal solution. Intuitively, b[i, j] points to the table entry
corresponding to the optimal subproblem solution chosen when computing c[i, j]. The
procedure returns the b and c tables; c[m, n] contains the length of an LCS of X and Y.
LCS-LENGTH(X,Y)
1 m length[X]
2 n length[Y]
3 for i 1 to m
4 do c[i,0] 0
5 for j 0 to n
6 do c[0, j] 0
7 for i 1 to m
8 do for j 1 to n
9
do if xi = yj
10
then c[i, j] c[i - 1, j -1] + 1
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11
b[i, j] " "
12
else if c[i - 1, j] c[i, j - 1]
13
then c[i, j] c[i - 1, j]
14
b[i, j] " "
15
else c[i, j] c[i, j -1]
16
b[i, j] " "
17 return c and b
Figure 9.1 shows the tables produced by LCS-LENGTH on the sequences 𝑋 =
𝐴, 𝐵, 𝐶, 𝐵, 𝐷, 𝐴, 𝐵 and 𝑌 = 𝐵, 𝐷, 𝐶, 𝐴, 𝐵, 𝐴 . The running time of the procedure
is 𝑂(𝑚𝑛), since each table entry takes 𝑂(1) time to compute.
9.4. Constructing an LCS
The b table returned by LCS-LENGTH can be used to quickly construct an LCS of X =
x1,x2,...,xm) and Y = y1,y2,...,yn). We simply begin at b[m, n] and trace through the table
following the arrows. Whenever we encounter a " in entry b[i,j], it implies that xi = yj is
an element of the LCS. The elements of the LCS are encountered in reverse order by this
method. The following recursive procedure prints out an LCS of X and Y in the proper,
forward order. The initial invocation is PRINT-LCS(b, X, length[X], length[Y]).

Figure 9.1 The c and b tables computed by LCS-LENGTH on the sequences X = A, B, C, B, D, A, B
and Y = B, D, C, A, B, A . The square in row i and column j contains the value of c[i, j] and the
appropriate arrow for the value of b[i, j]. The entry 4 in c[7, 6]--the lower right-hand corner of the
table--is the length of an LCS B, C, B, A of X and Y. For i, j > 0, entry c[i, j] depends only on
whether xi = yj and the values in entries c[i -1, j], c[i, j - 1], and c[i - 1, j - 1], which are computed
before c[i, j]. To reconstruct the elements of an LCS, follow the b[i, j] arrows from the lower righthand corner; the path is shaded. Each " on the path corresponds to an entry (highlighted) for
which xi = yj is a member of an LCS.

PRINT-LCS(b,X,i,j)
1 if i = 0 or j = 0
2 then return
3 if b[i, j] = " "
4 then PRINT-LCS(b,X,i - 1, j - 1)
5
print xi
6 elseif b[i,j] = " "
7 then PRINT-LCS(b,X,i - 1,j)
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8 else PRINT-LCS(b,X,i, j - 1)
For the b table in Figure 9.1, this procedure prints "BCBA" The procedure takes
time O(m + n), since at least one of i and j is decremented in each stage of the recursion.
9.5. Improving the code
Once you have developed an algorithm, you will often find that you can improve on the
time or space it uses. This is especially true of straightforward dynamic-programming
algorithms. Some changes can simplify the code and improve constant factors but
otherwise yield no asymptotic improvement in performance. Others can yield
substantial asymptotic savings in time and space.
For example, we can eliminate the b table altogether. Each c[i, j] entry depends on only
three other c table entries: c[i - 1,j - 1], c[i - 1,j], and c[i,j - 1]. Given the value of c[i,j], we
can determine in O(1) time which of these three values was used to compute c[i,j],
without inspecting table b. Thus, we can reconstruct an LCS in O(m + n) time using a
procedure similar to PRINT-LCS. (Exercise 9.1-2 asks you to give the pseudocode.)
Although we save 𝚯(mn) space by this method, the auxiliary space requirement for
computing an LCS does not asymptotically decrease, since we need 𝚯(mn) space for
the c table anyway.
We can, however, reduce the asymptotic space requirements for LCS-LENGTH, since it
needs only two rows of table c at a time: the row being computed and the previous row.
(In fact, we can use only slightly more than the space for one row of c to compute the
length of an LCS. See Exercise 9.1-4.) This improvement works if we only need the
length of an LCS; if we need to reconstruct the elements of an LCS, the smaller table does
not keep enough information to retrace our steps in O(m + n) time.
Exercises
9.1-1
Determine an LCS of 1,0,0,1,0,1,0,1 and 0,1,0,1,1,0,1,1,0 .
9.1-2
Give pseudocode to reconstruct an LCS from the completed c table and the original
Sequences 𝑋 = 𝑥1, 𝑥2, … , 𝑥3 and 𝑌 = 𝑦1, 𝑦2, … , 𝑦3 in 𝑂(𝑚 + 𝑛) time, without
using the 𝑏 table.
9.1-3
Give a memoized version of LCS-LENGTH that runs in 𝑂(𝑚𝑛) time.
9.1-4
Show how to compute the length of an LCS using only 2. 𝑚𝑖𝑛(𝑚, 𝑛) entries in the c table
plus 𝑂(1) additional space. Then show how to do the same thing, but using 𝑚𝑖𝑛(𝑚, 𝑛)
entries plus 𝑂(1) additional space.s
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